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Preface 
It has been tacitly acknowledged for many years that personalized interaction and user modeling bear 
significant implications on privacy, due to the fact that personal information about users needs to be 
collected to perform personalization. [11] was arguably the first to discuss this problem in a 1990 article, 
but the paper had little impact. The only privacy "solution" of these days was to ascertain that users could 
store their models on a diskette (R. Oppermann, GMD) or PCMCIA card (J. Orwant, MIT [14]) and carry 
them with. The situation changed completely in the late 1990s, for three main reasons: 

• Personalized systems have moved to the web 
Web retailers quickly realized the enormous potential of personalization for customer relationship manage-
ment and made their websites user-adaptive. This had significant privacy implications. While user models 
were previously confined to stand-alone machines or local networks, people's profiles are now being 
collected by dozens if not hundreds of personalized websites. Widely publicized security glitches and privacy 
breaches as well as aggressive telemarketing have led to a wide-spread (~60-80%) reluctance of Internet 
users to disclosing their personal data and being tracked online. This however jeoparidizes the basic 
foundations of personalization [16]. 

• Personalized systems are moving to mobile devices 
Mobile devices can provide useful personalized services that are based on usage patterns and users' current 
location. Both are tracked in central servers, which creates new privacy problems. Users are not merely 
“online” any more and sheltered behind IP addresses, but become identified individuals who are being 
observed and contacted by their surrounding environments. 

• Restrictions are imposed by privacy legislation 
Many countries, states and provinces have introduced privacy legislation which severely affects not only 
commercial websites but also experimental research on user modeling (in many cases even when it is done 
"just with IP numbers", "just with our students", or "just for testing purposes") [12]. Areas that are specifi-
cally impacted include data mining for personalization purposes, adaptive tutoring systems that include 
learner models, and adaptation to the needs of people with disabilities.  

As a consequence, the topic of "Privacy and Personalization" has received considerable attention from 
industry and academia in the past few years. Three industry conferences on this topic were held in 2000-01 
(in New York, London and San Francisco) with a participation of about 150 people. The Communications of 
the ACM published two related articles in 2000 [17] and 2002 [12]. The Ubiquitous Computing conferences 
have held privacy workshops in the past four years that address (among other things) privacy in context-
aware systems (see the links at http://www.cs.berkeley.edu/~jfc/privacy/). The European Network of 
Excellence ProLearn devoted half a day of a workshop in 2005 to privacy and security issues in user 
modeling. In July 2005, twenty researchers met for a first workshop on Privacy-Enhanced Personalization at 
the 10th International User Modeling Conference in Edinburgh (see http://www.isr.uci.edu/pep05/). 

Topic, goal and audience of this workshop 
This workshop explores the potential of research on privacy-enhanced personalization, which aims at 
reconciling the goals and methods of user modeling and personalization with privacy constraints imposed by 
individual preferences, conventions and laws. Participants were asked to discuss, e.g., the following: 

 How much personal data do individual personalization methods really need? Can we find out in advance or 
in hindsight what types of data contribute to reasonably successful personalization in a specific application 
domain, and restrict data collection to these types of data? 

 What are motivators for people to disclose personal information [4, 9], and what motivators are present in 
what kinds of personalization? How can the presence of such motivating factors be conveyed to users? 

 If discrepancies between users' stated privacy attitudes and observed privacy behavior are rampant [10, 
15], what methods should be chosen under what circumstances to conduct empirical research on privacy? 

 If privacy decisions are impaired by limited information and bounded rationality [1], how can we help 
people make better choices? 

 In this context, what is the status of “privacy preferences”? 
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 How much can we benefit from anonymity or pseudonymity infrastructures and trusted third parties, and 
are there limits that should be observed? 

 Are distributed user models an answer or a problem from a privacy perspective? 
 Does personalization in mobile and ubiquitous computing contexts pose additional challenges? How can 

they be overcome? 
 Is client-side personalization a possible answer to privacy concerns and legal restrictions [3, 13]? What 

technical, legal and business obstacles will have to be overcome? 
 What should an ideal legal framework look like from the perspective of privacy-enhanced personalization? 

The workshop was intended for researchers and practitioners in the field of personalization systems and in 
the area of privacy and security, and specifically for people who are working at the intersection of both. The 
workshop participants looked at Privacy-Enhanced Personalization from an interdisciplinary perspective, 
including the areas of Human-Computer Interaction, Management Information Systems, and Economics. 
Industry participation was encouraged since the results will have direct implications on existing websites. 

Program committee 
 Alessandro Acquisti, Heinz School of Management and Public Policy, Carnegie-Mellon University. 
 JC Cannon, Privacy Strategist, Microsoft.  
 Rahul Hampole, Privacy Analyst, Shopzilla 
 Kai-Lung Hui, Department of Information Systems, National University of Singapore.  
 Judy Kay, School of Information Technologies, University of Sydney. 
 Ajay Nigam, Director of Communication Security Services, VeriSign 
 John Riedl, Department of Computer Science, University of Minessota 

The organizers acknowledge the assistance of these individuals in planning the workshop and reviewing its 
submissions, as well as the help of David Nguyen in setting up a website and preparing these proceedings. 
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ABSTRACT 
Privacy is an important challenge facing the growth of the 
Web and the propagation of various transaction models 
supported by it. Decentralized distributed models of 
computing are used to mitigate privacy breaches by 
eliminating a single point of failure. However, end-users 
can still be attacked in order to discover their private 
information. This work proposes using distributed 
hierarchical neighborhood formation in the CF algorithm to 
reduce this privacy hazard. It enables accurate CF 
recommendations, while allowing an attacker to learn at 
most the cumulative statistics of a large set of users. Our 
approach is evaluated on a number of widely-used CF 
datasets. Experimental results demonstrate that relatively 
large parts of the user profile can be obfuscated while a 
reasonable accuracy of the generated recommendations is 
still retained. Furthermore, only a small subset of users may 
be required for generating accurate recommendations, 
suggesting that the proposed approach is scalable.  

Author Keywords 
Recommender Systems, privacy, Collaborative Filtering 

ACM Classification Keywords 
Information Filtering, Decision Support, Machine Learning, 
Knowledge Personalization and Customization.  

INTRODUCTION 
Privacy is an important challenge facing the growth of the 
Internet and the acceptance by users of various transaction 
models which it supports. Personalized information 
delivery in general, and products recommendation in 
particular nowadays play a major role in the development 
of the Web [15]. Such methods can increase the likelihood 
of a customer making a purchase, compared to non-
personalized approaches. However, Web users leave 
identifiable tracks while surfing the Web, and there is a 
growing awareness of and concern about the misuse of such 
information [1]. Many eavesdroppers on the Web violate 
user privacy for their own commercial benefits, and as a 

result, users concerned about their privacy refrain from 
using Web applications, just to prevent possible exposure 
[6]. According to a recent survey [4], most users will not 
agree to openly sharing their private information. However, 
people are not equally protective of every attribute in their 
data records [17, 4]. A user may not divulge the values of 
certain attributes at all, may not mind giving true values for 
others, or may be willing to share private information by 
giving modified values of certain attributes.  

Privacy hazards for personalization system are aggravated 
by the fact that effective personalization requires large 
amounts of personal data. For example, collaborative 
filtering (CF), commonly used in the E-Commerce 
recommender systems [15], is based on the assumption that 
people with similar tastes expressed in the past will prefer 
similar items in the future. Here, a user’s preferences are 
modeled as a vector containing his or her opinions on a set 
of items, expressed by explicit ratings provided by the user 
on these items. In order to generate a recommendation, CF 
initially creates a neighborhood of users with the highest 
similarity to the user whose preferences are to be predicted 
(based on the similarity/correlation of their rating vector 
representations). Then, it generates a recommendation by 
averaging the ratings of the users in the neighborhood for 
the given item [16]. Clearly, the accuracy of the 
recommendations thus generated is correlated with the 
number of similar users and the degree of their similarity. 
The more detailed are the user profiles and the larger their 
cumulative number, the more reliable will be the 
recommendations. Hence, there is a clear trade-off between 
the accuracy of the provided personalization and the 
privacy of user data. As more personal data is revealed, 
better and more accurate recommendations are generated.  

In real life scenarios, the ever growing amount of data 
about users and products (or items) may be naturally 
distributed among many data repositories. A single data 
repository may be focused around only a limited variety of 
topics or domains (e.g., movies or books). Hence, users 
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looking for accurate personalized information, possibly of 
various kinds, may well need to interact with a different set 
users and systems every time. Doing so can ensure that 
sufficient information relevant to the user’s query is 
collected and that the recommendations produced are 
accurate. Distributed infrastructures can facilitate the 
development of such personalized environments. These can 
also be useful to mitigate some privacy breaches by 
eliminating a single point of failure. However, insecure 
end-user communication in distributed environments can be 
attacked and private information may still be exposed.  

Hence, in order to provide a stable dynamic infrastructure 
while preserving the users’  privacy, a previous study [2] 
suggested perturbing parts of the user's profiles [11] while 
using a decentralized distributed infrastructure [3]. This 
setting allows users to store their personal profile locally 
and leaves them in control as to what personal information 
they would like to reveal, and when. Thus, a user (hereafter 
referred to as the active user) requesting, for instance, 
similar user profiles for generating a CF recommendation, 
would receive only modified user profiles. From these 
profiles the active user can learn only a limited amount of 
information about the true ratings of individual users. Then, 
the active user aggregates ratings of most similar users to 
generate the recommendations locally. Experimental results 
indicated that this method does not lower considerably the 
obtained accuracy of the generated recommendations.  

This work extends [2] by providing new both 
methodological and experimental contributions. First, we 
propose exploiting the notion of hierarchical topology (for 
example, see [18]). In this setting, peers are organized into 
peer-groups managed by super-peers. The super-peers 
encapsulate computations made by the underlying peers and 
then aggregate their results before sending them to the 
active user. Similarly, the active user aggregates the 
responses of the super-peers and generates a 
recommendation. In this scenario, attacking one of the 
super-peers does not yield any meaningful information 
about any individual user. An attacker may not learn the 
ratings of a single user, but only the average preferences of 
a large group of users (managed by the given super-peer) 
[12, 9]. To increase privacy, each super-peer chooses only a 
random subset of its peers to form the neighborhood of 
similar users. Within the peer-groups, privacy can be 
additionally preserved by using the previously introduced 
obfuscation methods [2] and through querying only a subset 
of peers. Thus, our approach preserves users' privacy by 
leaving them in control of their personal information, while 
allowing them to support recommendation generations 
initiated by other users.  

Previous work has examined the issue of obfuscating user 
profiles only on a dense dataset (e.g., a subset of Jester’s 
user base), where the intended meaning of the term “dense” 
is that a large percentage of all the possible user product 
ratings are available. In this paper we evaluate the 
obfuscation approach and the scalability of the proposed 

hierarchical extension using three publicly available 
datasets: Jester[5], MovieLens [7], and EachMovie [14]. 
Thus, we experimented with both dense (Jester) and very 
sparse datasets (MovieLens and EachMovie). In the latter 
only a small fraction of all possible ratings are known. 
Results for all datasets demonstrate that a relatively large 
part of the user profile can be obfuscated, and only a small 
subset of users is required to generate a recommendation 
without hampering the accuracy of the CF. Hence, adding 
the proposed privacy enhancements does not severely affect 
the accuracy of the CF recommendation algorithm, and it is 
scalable by the number of peers. 

The rest of the paper is structured as follows: Section 2 
presents the distributed hierarchical CF approach and 
discusses the obfuscation policies. Section 3 presents the 
experimental results validating the approach and discusses 
the empirical evidence. Section 4 concludes the work, and 
presents directions for future research. 

DISTRIBUTED RECOMMENDATION GENERATION 
Users looking for personalized information in various 
domains and situations may need to interact with sets of 
other users. During this process, they reveal their own 
profile and request recommendations from other users (or 
service providers). To provide personalization, while 
preserving user privacy, [2] suggests using a distributed 
infrastructure and obfuscating parts of the user profiles 
before sending them over the underlying communication 
middleware. Obfuscation reduces the amount of a user’s 
information exposed to other users.  It shows that it is 
possible to obfuscate relatively large portions of a user’s 
profile, and still generate accurate recommendations. This 
observation is true for both the information requester and 
the responding users. Practically, this means that users may 
protect their privacy simply by revealing small portions of 
their profile when requesting personalization or providing 
recommendations to other users.  

This approach enhances the privacy of the responding 
users. However, it still allows the responding users' profiles 
to be revealed through a systematic attack using multiple 
requests. In order to prevent this scenario, we propose the 
notion of peer groups and super-peers, where each group 
contains a dynamic number of users. When a request for a 
recommendation is received, one of the users (negotiated 
within the group every time) is elected as a “super-peer” 
and becomes a communication mediator between the 
requester of the information and the users in the underlying 
peer group. In this way each super-peer logically 
encapsulates the data of the underlying peers. Within peer-
groups, privacy could be additionally enhanced using the 
obfuscation methods and querying a random subset of 
peers. 

Consider the following example illustrating the above ideas. 
A recommender system keeps track of three peer groups. 
Upon receiving a request from an active user, the system 
forwards it to the peer groups. Within each peer group, an 
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ad-hoc selected super-peer handles the request. It selects a 
subset of the peers in the group and forwards the request 
only to them. Upon receiving the responses from the 
selected peers, each super-peer builds a local 
recommendation, and forwards it to the active user jointly 
with the number of users in the cluster and the average 
similarity of the K nearest neighbors in the local 
neighborhood. Upon collecting the results from all the 
super-peers, the active user generates a global 
recommendation by aggregating three obtained local 
recommendations. The above process is schematically 
depicted in Figure 1. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1. Hierarchical Decentralized Storage of User Profiles 

Data Obfuscation Policies 
The general approach of this work suggests that an active 
user will aggregate local recommendations generated by 
different super-peers into a single global recommendation. 
The process of generating the local recommendations 
within each peer-group still poses privacy concerns similar 
to the original one. These, however, are now on a smaller 
scale as local peer groups may contain only a limited 
number of peers. Hence, the recommendation process 
generates potentially less insecure communication.  
Nevertheless, to mitigate these concerns further, other 
privacy enhancing methods can be used within each peer 
group. One of these is the use of the data obfuscation 
policies proposed in [2]. In what follows, we provide a brief 
description of this method and motivations for using it.  

Studies suggest that people are not equally protective of 
various elements of their private details. Hence, if users are 
in control of which of their private details are released, they 
can actively decide to release only some of them, and avoid 
divulging those values that they consider to be very private. 
Moreover, users might be willing to share modified values 
of certain fields of their profile because they want not to 
reveal their true preferences completely. Consider for 
instance profile information such as the list of books bought 

by a user. In this case the user may be concerned about 
revealing information about books related to their political 
ideas or health status. Conversely, users might readily share 
knowledge about books related to their scientific interests. 
This motivates the use of data obfuscation policies to 
mitigate privacy concerns. These policies change the user's 
profile before its similarity with the active user is 
calculated, effectively hiding some parts of the original 
user's profile. We denote three generic policies for 
modifying the contents of user profiles: 

• Uniform Random obfuscation – real ratings in the 
user profile are substituted by random values chosen 
uniformly in the range of possible ratings in the 
dataset. 

• Bell Curved Random obfuscation – real ratings in 
the user profile are substituted by random values 
chosen using a bell-curve distribution with 
properties similar to the statistical properties of the 
data in the dataset (e.g., average and standard 
deviation of the ratings).  

• Default obfuscation(x) – real ratings values in the 
profile are substituted by a predefined constant 
value x.  

 
For the Default obfuscation policy we use either values that 
represent extreme rating values or values that are close to 
the average rating of the dataset. Using extreme values in 
the obfuscation policy, as we shall show later, has a strong 
negative effect on recommendation accuracy, as it 
substitutes the true value, that should be close to the 
average, with one that is very different from the average. 
Moreover, this approach is very unlikely to be adopted by a 
user who wants to protect his privacy, since these extreme 
ratings will clearly show some precise polarized user 
preference. The Bell Curved Random policy reflects the 
actual distribution of the data and is supposed to provide the 
best accuracy, while preserving user privacy, since it is 
going to reveal a user with average preferences. Similarly, 
the Uniform policy will produce ratings that are not too far 
from the average behavior of the user. Hence this method is 
supposed to provide reasonably good privacy protection as 
well as recommendation accuracy. In the next section we 
examine the impact of these policies on the accuracy of the 
generated recommendations, using several known datasets 
having different statistical characteristics. 

EXPERIMENTAL RESULTS 
In order to evaluate the proposed approach, we simulated a 
distributed environment using a multi-threaded Java 
implementation, where any user can initiate a 
recommendation request. As described earlier, each request 
is transferred to a set of super-peers. The number of super-
peers in the system is static, whereas the peers are seeded 
randomly between the super-peers. Based on a predefined 
parameter, each super-peer selects a random subset of the 
underlying peers to be queried. After receiving a request, 
each super-peer finds K-nearest neighbors by computing the  

Process the request and return 
(correlation score, rating value) 

Cluster  “super-user”  

Process the request and return 
(correlation score, rating value) 

Cluster  “super-user”  

Process the request and return 
(correlation score, rating value) 

Cluster  “super-user”  

  

AAccttiivvee  uusseerr  
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dataset users items lower upper total rats avRated density average stddev MAE-NP 
Jester 48483 100 -10 10 3519449 72,5914 0,725914 0,816762 4,40028 0,220014 

MovieLens 6040 3952 1 5 1000209 165,5975 0,041902 3,580477 0,934619 0,233655 
EachMovie 74424 1649 0 1 2811718 37,77972 0,022911 0,607307 0,223402 0,223402 

Table 1. Datasets properties 

 

dataset neutral random Negative positive average rating variance 
Jester 0 Random(-10,10) -10 10 0,816762 4,40028 

MovieLens 3 Random(1,5) 1 5 3,580477 0,934619 
EachMovie 0.5 Random(0,1) 0 1 0,607307 0,223402 

Table 2. Datasets properties 

 

similarity between its underlying peers and the active user. 
Similarity computation (using the commonly used Mean 
Square Difference metric) is done locally by the peers, on 
possibly obfuscated profiles. Each super-peer returns to the 
active user an aggregated local rating on the relevant item 
jointly with the aggregated similarity of the peers in the 
neighborhood. Upon receiving the responses from the 
super-peers, the active user generates a global 
recommendation as a weighted aggregation of the super-
peers’  local recommendations. To measure the accuracy of 
the recommendation, we computed the Mean Average Error 
(MAE) [8] by: 

1
| |

N

i ii
p r

M A E
N

=
−

=

�

, 

where N denotes the total number of the generated 
recommendations, pi is the ith recommendation, and ri is the 
real ith rating. To compare the MAE values across different 
datasets, we normalized the MAE by dividing it by the 
range of possible ratings in the respective dataset. 

In order to provide solid empirical evidence, we used three 
well-known datasets: Jester [5], MovieLens [14] and 
EachMovie [7]. Previous work [2] examined the issue of 
obfuscating user profiles on a dense matrix of users taken 
from the Jester dataset. In this work, we expand the 
experiments to include both dense and sparse datasets.  
Table 1 summarizes the different statistical properties of the 
datasets: number of users in the dataset, range of ratings, 
total number of ratings, average number of items rated by a 
user, density of the data (i.e., relative percentage of the 
rated items in the matrix), and statistical data about the 
ratings: average and standard deviation. We compared our 
MAE results to the MAE of a non-personalized 
recommendation algorithm that serves as a baseline 
measure. Non-personalized recommendation is computed as 
the average rating of the given item in the overall user 
population. Thus, the non-personalized MAE is computed 
by assigning to the predicted value pi the constant average 
rating. The non-personalized MAE values were normalized 

by dividing them by the range of possible ratings in the 
respective dataset. 

We performed two types of experiments. The first 
experiment examines the effect of data obfuscation and the 
second examines the effect of querying a subset of peers in 
the peer-group on the accuracy of the generated 
recommendations. For this, we used five different methods 
for modifying the data in user profiles, which were 
instantiated by the above mentioned generic obfuscation 
policies.  

• Positive - substitutes the real rating with the highest 
positive rating in the dataset (+10 for Jester, 5 for 
MovieLens and 1 for EachMovie) 

• Negative - substitutes the real rating with lowest 
negative rating in the dataset (-10 for Jester, 1 for 
MovieLens and 0 for EachMovie) 

• Neutral - substitutes the real rating with neutral 
rating, i.e., an average between the maximal and 
minimal possible ratings in the dataset (0 for Jester , 
3 for MovieLens, and 0.5 for EachMovie) 

• Random - substitutes the real rating with a random 
rating in the range of ratings in the respective 
dataset (between -10 to 10 for Jester, between 1 to 5 
for MovieLens and between 0 to 1 for EachMovie)  

• Distribution - substitutes the real rating with a rating 
reflecting the real distribution of ratings in the 
dataset (in terms of average and variance). 

 
The parameters of the above obfuscation methods are 
summarized in Table 2. 

In the first experiment we did not employ the introduced 
hierarchical topology for the neighborhood formation. 
Thus, all the underlying peers in the group responded to a 
query returning an obfuscated version of their user profile. 
This was done to allow the general behavior of different 
obfuscation policies to be examined using several datasets 
having different statistical characteristics (as detailed in 
Table 1). Hence, in this experiment we measured the effect 
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of gradually replacing increasing elements of user profiles 
with either a predefined value or randomly chosen value of 
a given distribution. For each dataset we gradually 
increased the percentage of user profile that was modified 
(hereafter referred to as the obfuscation rate) from 0.0 (the 
original profile is unchanged) to 0.9 (90% of the ratings in a 
profile of each user are modified). We produced a fixed set 
of 10,000 users-items ratings to be recommended, and for 
each possible obfuscation rate we measured the MAE for 
the whole set. Figures 2, 3 and 4 show MAE values as a 
function of the obfuscation rate. They refer to the Jester, 
MovieLens and the EachMovie datasets, respectively. 
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Figure 2. MAE in Jester Dataset 
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         Figure 3. MAE in MovieLens Dataset 
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Figure 4. MAE in EachMovie Dataset 

The graphs show that the effect of Random, Neutral, and 
Distribution obfuscation policies is quite similar. 
Obfuscating parts of the dataset according to the above 
policies has a minor impact on the MAE of the generated 
recommendations. The MAE rate slightly increases in a 
roughly linear manner with the obfuscation rate; however, 
the change is minor (in the range of 5% to 7%, for different 
datasets), and the recommendations are still accurate. This 
can be explained by the fact that in Neutral, Distribution, 
and Random policies, the modified values are close to the 
real distribution of the ratings in the dataset and the 
obfuscation does not significantly modify the ratings 
vectors of the users. Thus, substituting the actual ratings 
with similar ratings creates only a small overall impact on 
the MAE computed over many recommendations.  

Conversely, in Positive and Negative obfuscation policies, 
the actual ratings are substituted by highly dissimilar 
values, as they are far from the average values in the 
dataset. Thus, replacing the real ratings with extremely 
positive or negative ratings does modify the ratings vector 
of the users. As a result, the generated recommendations are 
inaccurate and the MAE rate increases roughly linearly (in 
the range of 27% to 33%, for different datasets) with the 
obfuscation rate. The slope of the increase is significantly 
higher than in Random, Neutral and Distribution 
obfuscation policies. As can be clearly seen, this 
observation is true for all three datasets that were used in 
the experiment. 

The second experiment was designed to evaluate the impact 
of changing the number of peers involved in the 
neighborhood formation within an individual peer-group 
(one super-peer) on the accuracy of the global 
recommendations. This also has implications on the 
scalability of our approach, as it correlates with the total 
number of peers involved in the recommendation 
generation process. Since we do not have an a-priori known 
topology for the super-peers, we decided to simulate a 
general case by arbitrarily assigning each user (peer) to a 
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single super-peer. When a super-peer is queried, it decides 
(using a predefined parameter) which subset of the 
underlying users should answer the query. For each dataset, 
we gradually increased the percentage of peers that were 
queried by the super-peers within the peer-groups (hereafter 
referred to as keep rate) from 10% to 100% of the peers. 
We produced a fixed set of 10,000 users-items ratings to be 
recommended, and for each possible obfuscation rate we 
measured the MAE for the whole set. To allow the behavior 
of choosing a subset of the peers to be examined, no 
obfuscation policy was used while querying the peers 
within a peer-group.  

Figure 5 presents the MAE results as a function of the keep 
rate for Jester, MovieLens and the EachMovie datasets. Is 
illustrates that the MAE for all three datasets is close to the 
original value for a relatively low percentage of the queried 
users. For example, in Jester the MAE curve is close to the 
original MAE when only 30% of the peers are queried, and 
in very sparse MovieLens and EachMovie datasets it occurs 
at approximately 40% and 50%, respectively. Thus, it 
demonstrates that the number of users that should actually 
be queried is relatively low, and allows us to conclude that 
the hierarchical setting offers good scalability with the 
number of peers. 

Figure 6 illustrates the decrease in the MAE compared to an 
MAE calculated when using 100% of the peers. It is 
computed from the results of Figure 5 by subtracting the 
calculated MAE from the MAE calculated by keeping 
100% of the peers. It illustrates more clearly that the MAE 
converges very fast to the MAE that can be obtained using 
all the user profiles. It also illustrates that for Jester this 
convergence is quicker than for MovieLens, and the latter 
converges is faster than EachMovie. 

Analysis 

The results of these experiments show that the obfuscated 
recommendation results are quite similar for different 
datasets with different levels of density. For instance, the 
effect of the random policy is an increase of the MAE from 
the value that can be obtained with no obfuscation to a 
value close to the MAE of non-personalized 
recommendations. This seems in contrast with a common 
belief that the accuracy of the CF recommendations is 
strongly correlated to the sparseness of the dataset. 
Following this, we conjecture that obfuscating data in a 
sparse dataset would have lead to very unreliable data for 
recommendations generation, as the amount of initial data 
was already limited.  Conversely, dense datasets were not 
expected to be impacted that strongly, as recommendations 
are still based on a relatively large amount of reliable data 
(even after performing the obfuscation). 

In our experiments we used the Jester dataset, which is 
relatively dense (72.59%), and both MovieLens and 
EachMovie datasets, which are very sparse (density of 
4.19% and 2.29%, respectively). Figures 2, 3 and 4 show 
that the behavior of the MAE as a function of obfuscation 

rate for all these datasets is similar (and also similar to the 
dense subset of Jester used in [2]). Figures 5 and 6 show 
that the behavior of the MAE as a function of the number of 
peers chosen for all these datasets is roughly similar, where 
the sparse datasets needs only about 10-20% more peers to 
converge to the best attainable MAE. This empirical 
evidence suggests that the intuitive assumption described is 
incorrect. We consider this to be an important observation, 
since the issue of not having enough ratings to create 
reliable recommendations (referred to in the literature as 
data sparseness) is a well-known research issue in 
Collaborative Filtering recommender systems [13]. 

0,15

0,16

0,17

0,18

0,19

0,2

0,21

0,22

10 20 30 40 50 60 70 80 90 100

Jester

M ovieLens

EachM ovie

          Figure 5. MAE vs. keep rate 
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                Figure 6. MAE %100 - MAE 

We hypothesize that our observations could be explained by 
a high value of cross-users data redundancy within the 
datasets. This means that the users of each of the above 
datasets could be roughly partitioned into a small set of 
classes, such that the number of similar users in each class 
is relatively high. Hence, the ratings of different users 
within each class are highly correlated, and only a small 
number of representative ratings for each class is needed to 
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generate accurate recommendations. Data obtained by 
selecting additional users from a class is repetitive and 
therefore redundant. In this case, obfuscating even large 
parts of the ratings has a minor effect on the accuracy of the 
recommendations, since the remaining users and ratings in 
the class still provide a stable basis for building accurate 
recommendations.  

Our analysis is supported by the second experiment's 
results, where we evaluated the effect of querying a subset 
of users in each peer-group in the process of 
recommendation generation. Our results show that it is 
similar for all three datasets and that a relatively small 
number of users is needed in order to create a reliable 
recommendation (30%-40% in our experiments). This was 
observed regardless of the density of the datasets and 
contradicted our initial assumption that the number of 
required users would be correlated with the density of the 
dataset. Hence, we believe that further work is needed to 
evaluate the impact of the obfuscation polices with regard 
to other statistical properties of the dataset (e.g., average 
and standard deviation of the ratings). 

Threats to Validity 

Care should be taken in interpreting the experimental 
results and the conclusions thus drawn. In what follows we 
describe several possible threats to the validity of our 
results and analysis. The first threat lies in the fact that 
previous work that studied people’s privacy concerns dealt 
with broader forms of recommenders and different types of 
data.  For example, people were either concerned about the 
privacy of movie ratings or they were not. However, our 
current evolution focuses on obfuscating data within an 
individual type of data (movie recommendations). Thus, it 
is not clear that people may be content to have a proportion 
of their ratings for a single class shared (e.g., movies). 
Thus, future work should validate that these results are 
applicable to broader types of data. 

Secondly, our evaluation focuses mostly on generating 
recommendations for the average user, as we measure the 
error in the recommendations by using the MAE measure. 
However, although this is a very common measure in the 
CF recommender systems research domain, caution should 
be taken when interpreting the results which are based on 
this measure. This is because the data used for 
recommendations are usually of a "long tail" distribution 
(based on the power law distribution). Hence, most of the 
rated items are of interest to only a very small proportion of 
users (e.g., movies about 8th century Samurai fighting). 
However, due to the extreme size of the world there are still 
many users having such interests. Targeting 
recommendations for the average user will mostly not take 
into account the effect of losing some of these critical 
ratings. Hence, as there is obviously a real merit in 
considering such cases, they should be evaluated separately.  

A third threat lies in the fact that people might like to 
protect their ratings in a more selective way (e.g., only 

some of them, and only in a particular usage context). 
Therefore, it would be important to understand whether 
these particular users' concerns are met or alleviated by the 
obfuscation and aggregation methods explored in this work. 
These issues should presumably be analyzed with the aid of 
social user studies, which should provide an indication of 
how people feel about the different obfuscation strategies 
and how they would want to apply them. It would be 
beneficial to have a quantifiable metric of whether people 
can understand all the policies and which of them they 
believe would be most useful in terms of preserving their 
privacy (and how). In this context, it would also be highly 
beneficial to measure whether people would choose to 
release certain particular preferences and not others. For 
example, they might want to hide their ratings of violent 
movies but would be willing to release others. In addition, 
there is also the question of how much accuracy loss is 
tolerable, since it is important for interpreting our results. 

CONCLUSIONS AND FUTURE WORK  
The need to protect user privacy is triggering growing 
research efforts. Users are concerned about their privacy 
and refrain from using valuable Web applications to prevent 
an exposure. Privacy hazards for personalization systems 
are aggravated by the fact that effective personalization 
requires large amounts of personal data. Users looking for 
accurate personalized information, possibly of various 
kinds, may well need to interact with a different set of users 
and systems every time. This would ensure the collection of 
sufficient relevant data, thereby allowing an accurate 
recommendation to be provided. Distributed infrastructures 
can be used to facilitate the development of such 
personalized environments   

This work provides both new methodological and 
experimental contributions. We suggest using a notion of 
hierarchical topology, where the peers are organized in 
peer-groups managed by the super-peers. The super-peers 
encapsulate computations made by the underlying peers and 
then aggregate their results before sending them to the 
active user. Thus, an attacker cannot learn the properties of 
a single user, but rather only collect the aggregated 
preferences of a large group of users (managed by the given 
super-peer). We evaluated the approach of obfuscating user 
profiles using a number of publicly available datasets 
having different data characteristics. Our experimental 
results demonstrate that relatively large elements of the user 
profile could be obfuscated without hampering the accuracy 
of the generated CF recommendations. Thus, adding the 
proposed privacy enhancements does not severely affect the 
accuracy of the recommendations based on the CF 
algorithm.  

In this work, we investigated two tangential privacy-
enhancing techniques: obfuscation of the profiles and 
querying a subset of the available peers. Although currently 
we have not integrated both approaches, we see it as a 
natural extension for future work. We believe this may 
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increase the overall privacy of the CF, while keeping the 
generated recommendations reasonably accurate. Another 
research direction that we plan to take in the future is 
studying the effect of various topologies in peer 
distribution. In this work, the peers were seeded randomly 
among the peer-groups. This does not reflect a real-life 
scenario, where the peers should be clustered to the peer-
groups according to various criteria, e.g., trust [10]. Using 
such a setting, where a query is sent only to a highly 
relevant subset of peer-groups, would not only optimize the 
communication overheads of the recommendation 
generation process, but would certainly reduce the privacy 
hazard and would probably increase user confidence in 
using such system.   
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ABSTRACT 
Online personalization depends upon consumers’ 
willingness to share personal and preference information 
and hence is related to their concern for privacy. There have 
been substantial technological developments in data mining 
techniques for personalization and significant legal 
advances in dealing with consumer concerns of piracy. 
However, there is little research that confronts both the 
consumers’ need for personalization and their concern for 
privacy simultaneously. Our research extends the static P3P 
paradigm to construct a trusted third party based technology 
protocol that allows for real-time personalization while 
taking into account the consumers’ concern for privacy. 

Author Keywords 
Personalization, privacy, P3P, trusted third-party. 

ACM Classification Keywords 
H5.m. Information interfaces and presentation (e.g., HCI): 
Miscellaneous. K4.4. Electronic Commerce, K.4.1 Public 
Policy Issues.  

INTRODUCTION 
The ability to acquire and process consumer information 
online has provided Web based vendors with the ability to 
personalize products and services accompanying the 
product browsing and purchasing experience. However, the 
ability to personalize services online is dependent upon two 
main factors: 1. the data mining and profiling technology of 

the vendor and 2. the consumers’ willingness to share 
information. While consumers value the convenience 
provided by personalization, recent research has found that 
privacy concerns online can inhibit them from providing the 
personal and preference information [2]. Information 
available through a Web based browsing and shopping 
process is far more than that acquired in the physical world 
and thus allows vendors to construct reasonably accurate 
consumer profiles. For example, while BestBuy physical 
store does not send an employee along with every customer 
to monitor what they are looking at; BestBuy.com indeed 
does that through cookies and other tracking mechanisms. 
This allows BestBuy.com to personalize any subsequent 
visit by consumers and at the same time raises their privacy 
concerns. 

 

There is a significant body of literature in data mining on 
various techniques for personalization [8, 10, 12]. Most of 
these techniques acquire click-stream data and augment 
them with demographic and other market research based 
information. The primary focus of these techniques is to 
build consumer profiles so as to proactively personalize 
services for them. While some data mining techniques are 
site-centric, others integrate data from many different 
vendor sites and consumer visits to these vendors [9]. 
Similarly simple rule-based filtering techniques rely mostly 
on an individual consumers’ data and rules constructed 
based on market research, while collaborative filtering 
techniques have ability to integrate behavior of similar 
consumers [1]. Consumers are not necessarily averse to 
providing or letting vendors acquire some of this 
information. For example, when a consumer conducts a 
purchase transaction with Amazon.com, he is willing to 
provide his name, shipping address and other information 
related to the fiscal transaction. However, the consumer 
may be concerned that Amazon is able to relate his interests 
in Target (that is a part of Amazon’s shopping network) by 
integrating his mere browsing actions with the personally 
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identifiable information provided during his purchase 
transaction. Note that in the physical world, consumers only 
leave paper trails if they actually conduct a credit-card or 
check based transaction. 

 

However, recent research also finds that consumers indeed 
value online personalization, e.g. Yahoo!’s personalization 
of weather, sports and other information or Amazon.com’s 
delivery of personalized coupon for a product that a 
consumer put in his shopping cart but did not purchase [2]. 
Thus doing away with personalization completely cannot be 
the solution to allaying consumer concerns of privacy. 
Other research also suggests that consumers accept loss of 
privacy if it accompanies some benefit [6], and they engage 
in a “privacy calculus” [3] or a cost benefit analysis to 
determine the amount of information they are willing to 
share. In the absence of personalization techniques that 
incorporate this privacy calculus, we propose a 
technological solution based on well known statistical 
disclosure avoidance techniques. We develop our solution 
on top of the well known P3P paradigm and build a trusted-
third party called the Dynamic Privacy Enforcer. Our 
research demonstrates the feasibility of the proposed 
technology using standard Web, P3P and XML 
architecture. 

Current mechanisms for privacy protection 
Privacy has largely been a subject for researchers in ethics, 
sociology, law and more recently information systems and 
marketing [2, 7]. In the online context, the consumer 
protection of privacy has primarily been handled through 
self-regulation. Since 1995, the Federal Trade Commission 
has served as the leading governmental body in setting 
online privacy standards, and it has suggested a set of fair 
information practices that online firms are supposed adhere 
to. Generally, the above practices are implemented by Web 
sites in two visible ways; i. they put up a policy statement 
indicating how the firm will follow the fair information 
practices, and ii. they form relationships with third-parties 
such as TRUSTe, CPA WebTrust, and BBBOnline Privacy 
and display their seal of approval. In spite of these 
guidelines (where over 95% of firms have a privacy policy 
and over 36% have a privacy seal of some sorts) both the 
academic and trade press continues to report that both 
Internet users and non-users perceive that using the Internet 
creates risks to the preservation of individual privacy. Thus 
one could argue about the effectiveness of the legal 
mechanisms in place. 

 

From a technological perspective, the W3C group (World 
Wide Web Consortium, the leading body on Web 
standards) introduced the P3P (Platform for Privacy 
Preferences) protocol. P3P essentially provides the 
technical standard for presenting privacy policies. It 
comprises of the following elements: POLICY, 

DISCLOSURE, ASSURANCE-GROUP, STATEMENT-
BLOCK. This allows for a Web site to easily write its 
policy such that an average consumer using his Web 
browser can automatically fetch the policy, parse it and 
present it to the user so as to enable her to actively decide 
on the elements of her personal information that will be 
collected. P3P is emerging as the default protocol for 
privacy protection and being implemented in the new 
browsers in the market. However a major problem with P3P 
is that not unlike the earlier policy notices, this framework 
is also overly dependent on self-regulation. It is still up to 
the vendor to present the policy and honor the use of 
customer information. In this research we explore an 
alternative mechanism that will provide consumers with 
greater control over the usage of their preference 
information without having to completely sacrifice their 
personalization needs.   

DYNAMIC PRIVACY ENFORCER (DPE)  

Rule Matching 
and User 

Preference 
Discovery 
Algorithms

Consumer Vendor

DPE

Personalized 
product Set

Data Perturbation 
Algorithms

P3P Embedded 
Web Page

Step 1Step
 2

Step 3

Step 4

Step 1 – Products
Step 2 – Selects products,

Provides privacy index
Step 3 – Perturbs attributes for the

selected product
Step 4 – Personalized product list

based on perturbed
values

Steps 1-4 repeated for each
view

 

Figure 1: Conceptual Data Flow 

The ability of an online vendor to provide personalization is 
a function of both the data (that constitutes a user profile) 
and the personalization algorithms (e.g. collaborative 
filtering, rule matching) used.   The basic premise behind a 
personalization algorithm is that based on past purchase and 
browsing behavior of customer(s) and their cohorts, new 
products and services that are likely to be closer to 
customers’ true preferences, can be recommended on 
subsequent visits.  A goal of our mechanism design is to not 
put any undue requirements on vendors with regards to 
their choice of algorithms.  Thus the only way to provide 
privacy to the consumer is through manipulation of the data 
that the vendor received about the consumer.  Clearly, data 
on the consumers’ credit card, shipping address and other 
information necessary for completing a business transaction 
cannot be shielded from a vendor; else the vendor cannot 
deliver the good purchased.  Thus our consumer profile is 
defined by two types of information attributes: one set is 
necessary to complete fiscal transactions in case of a 
purchase (e.g. credit card details, address), and the second 
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set consists of behavioral attributes that the vendor is 
sensitive about. 

In our framework, the DPE is a trusted third party Web 
server such that the consumers’ preference information is 
routed through the DPE to the vendor.  The DPE Web 
server contains perturbation methods that manipulate the 
data before they are sent to the vendor.  The manipulated 
data should have the following properties:  i) The vendor 
should not be able to reconstruct the true profile from the 
manipulated data and ii) The consumers’ perturbed profile 
should not result in a recommendation that is too different 
from what the consumers’ true profile would have 
recommended. 

An example illustration 
To illustrate the DPE data flow concept, consider the case 
of movies and consumers’ preferences and privacy 
concerns therein. Let there be G  genres, and let a 
consumer ’s true preferences for movies be given by a 

vector 

i
igθ .  A movie might belong to one or more genre 

given by 

j

1,...,|jg g Gγ = , such that 1jgγ = , if the movie i  

belongs to genre g  and 0jgγ =  if otherwise.  Based on 

browsing and other self-disclosed behavior, a vendor can 

come up with an ordinal ranking { }0,...,ijy M∈ for a 

consumer’s preference for a given movie  such than 

higher rankings correspond to strong preferences.  There 
are number personalization methods that a vendor can use 
to infer true preferences 

j

igθ from observed behavior .  

As a result of their chosen algorithms, vendors will 
recommend a product list  that is expected to closely 

match consumer preferences. Consumers are concerned 
because they may be sensitive to revealing their browsing 
behavior and/or preferences regarding certain genres, e.g., 

.  In our mechanism, the consumer provides his 

privacy preferences to DPE, such that the DPE will 
transform taking into account privacy concerns 

for genres 4 and 6.  A number of perturbation algorithms 
are possible, including those described in [11], wherein the 
perturbed profile of the consumer i is derived from a 
combination of the consumer’s own true profile and the 
profile of an average consumer in whole population.  Thus 
when the vendor applies his personalization algorithm to 
map true preferences of the consumer, he will infer 

igy

igp

4 ,i iy y 6

ig igy y′→

igθ ′ instead of igθ , and hence will recommend a product list 

instead of . igp′ igp

Protocol details and implementation 
The mechanism is implemented using a Browser Helper 
Object (BHO) such as a browser toolbar, and consists of 
eight steps.  The toolbar is part of the client browser and is 

first downloaded by the consumer when registering with the 
DPE. 

1. A client should have an account established prior to 
any transaction.  The client then initiates connection 
with the DPE and authenticates itself through a secure 
connection using SSL. 

2. The DPE generates a random handle and sends it to the 
client, thus establishing an active session; this handle is 
used by the server to identify the client.  The handle is 
a random number mapped to a client id, thus the client 
id is never revealed to the vendor’s server. A simple 
hash technique such as Hash (client id + current time) -
> random number, should ensure unique handles. 

3.  Client generates a nonce n and sends {c,n,T.P,handle} 
to the vendor.  The nonce is a random number that 
maps the client-vendor mapping. 

4. The vendor sends a request to the trusted party as 
{c,s,n,handle,P3P}, where it presents its P3P policy 
and at this stage the trusted party checks to see if the 
client’s session is active. If YES, we proceed to step 5 
else cancel and terminate connection. 

5. The DPE forwards request to client as {s,n} so as to 
check and ensure that a server is not performing a 
replay attack, also refuting a man-in-the-middle attack. 
The main idea is that the trusted party wants to verify 
that the client indeed has forwarded the handle to the 
server. 

5: Process: T.P->c [s, n]

6: Process: c->T.P [Yes/No]

7: Process:

If No Terminate Connection
Else
T.P-> s [perturbed data]

8: Process: s->c [personalized page]

Client 
Browser

Vendor’s 
Server

DPE
Server

Formalization: {sender, recipient, [data]}
Legend

Client: c
Server: s
Trusted Party: T.P
Nonce: n
Server’s P3P Policy: P3P

1

6

2

5

3

8

4

71:  Initiation: c->T.P [login, 
password]
Process at s: Authenticate

Result: A https connection 
established between c and T.P. We 
use SSL mechanism here.

2: Process: T.P->c [handle]

Trusted Party will generate a handle 
and forward it to the client

3: Process: c->s [T.P, handle]
Client talks to server forwarding the 
handle generated by the Trusted 
Party

4: Process: If Not Active Session 
Terminate
Else 
s->T.P [c, handle, n, P3P]

 

Figure 2: Protocol Illustration 

6. The client checks to see if {s,n} is valid and generates 
a response which is an YES or a NO based on whether 
the server-nonce pair is in the client’s database. 

7. If the trusted party receives an YES, it continues else 
the session is terminated.  At this point the trust party 
performs the perturbation as per user policy.   The user 
preferences are either stored by the trusted party during 
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account setup or can be dynamically passed on to it.  
Essentially it acts as the User Agent.  Clients may have 
specified levels of trust in different service providers 
(vendors) and the perturbation is based on the 
combination of trust, user preferences and user P3P 
policy.  Trust level is initially set to a default for all 
vendors and is updated as user specifies this level.   

8. The vendor’s server executes the personalization 
operation on the perturbed preferences and creates a 
links to personalized product list and sends it to the 
client.  To repeat the process, we move directly to step 
3 as steps 1 and 2 are no longer necessary when a client 
already has a handle from the T.P 

When a selection to view a product page is made by the 
customer, the associated genre of the product is determined 
by a DOM parser by parsing through the XML which is 
associated with the product page. Instead of providing the 
true selection choices directly to the vendor, a set of choices 
where some of which are a result of DPE’s perturbation 
mechanism, are sent to the vendor.  The toolbar also stores 
the exact sets of URL that the customer requested along 
with the associated perturbation-based URL’s.  Thus the 
vendor sends all of the associated data and XML (for both 
the requested and non-requested) back to the consumer.  
These steps ensure that the vendor is never able to 
accurately determine the customer’s choice of product 
pages while yet providing the customer the requested data. 

 

 

Figure 3: Basic page with XML information 

 

In figure 4, the yellow links correspond to the true browsing 
behavior of the consumer while the combination of the red 
and yellow links are the vendor’s  the red links were the 
additional choices provided by the vendor as part of the 
perturbation.  Note that only the browsing behavior 
(through URL clicks) is routed through the DPE; 
information required for completing a fiscal transaction will 
continue to be sent directly to the vendor. 

 

Figure 4: Recommendations based on perturbed profile 

DISCUSSION 
The purpose of our research was to create a mechanism that 
satisfied the following goals: 1. Consumer concern for 
privacy was not to be managed through self-regulation 
alone, 2. No undue technological requirements should be 
placed on the consumer or vendor, and 3. Privacy 
protection cannot be at the expense of complete loss of 
personalization benefits.  In our model, the consumer 
proactively decides on the sub-set of information that he 
does not want to reveal to the vendor.  Since this 
information is observed only by the DPE and only 
perturbed information is sent to the vendor, privacy is 
protected to the extent that the consumer wants it.  As far as 
vendor is concerned, he will continue to treat this 
information as constituting the consumers profile and hence 
will continue to personalize products and services for the 
consumer.  No specific changes need to be made to the 
personalization algorithm itself.  There are many techniques 
available for perturbation, including data swapping and cell 
suppression [4, 5]. These techniques create a sub-set of data 
that is transformed by masking, introducing noise, grouping 
or truncating so as to not reveal the original data, and yet be 
reasonably accurate in collectively representing the original 
data.  

 

Our research has important implication for the development 
of a trust-federation in the online environment.  
Intermediaries such as TrustE and WebCPA that provide a 
privacy seal are at best static agents and they simply 
periodically check the Web pages of their clients to verify if 
policies are updated to reflect the current legal framework. 
They come into action only if the FTC or some other body 
disputes the information collection/usage by a vendor. As 
envisaged by us, the trusted-third party can play a far more 
interactive and important role in the preservation of 
consumer’s privacy concerns. 
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ABSTRACT

We have designed and built Personis, a foundation for 
personalized services that ensure the user can maintain 
control at all levels: what goes into their user model, what is 
available to different services and how the model is 
managed and maintained. We outline the approach and 
architecture.
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INTRODUCTION
Personalization is becoming widespread in web 
applications. It is also a goal of research into pervasive 
computing and areas such as teaching systems that aim to 
provide a personal teacher. There is considerable appeal in 
being able to exploit the large amount of digital information 
that could potentially support such personalization. We 
believe that a serious barrier to this is that, at present, user 
models tend to be hidden and out of the user’s access and 
control. Our Personis [1] user modeling framework aims to 
maintain and manage user models in ways that overcome 
this, by a combination of the design of the underlying 
representation, the mechanisms for building and using user 
models and creation of a collection of user interfaces to 
support user scrutiny and control of their user models and 
the ways they are used.

ARCHITECTURAL OVERVIEW
Our broad approach is illustrated in Figure 1. Arrows at the 
top represent evidence flowing from sensors. In 
conventional systems, these include traces of web page 
visits, answers in education software and other logs of 
software activity. In pervasive computing, sensors may 
track the user’s location and activity. Our architecture 
places a layer between the sensors and the user model: this 
layer controls which sensors are allowed to contribute to the 
user model. From a privacy perspective, this controls what 
is remembered about the user.

This detailed view of the user model shows that the actual 
model may be distributed. Parts of it may be stored in 
different places: at the user’s home, workplace or other 
places they spend time. Parts may also be held on portable 
devices, such as a mobile phone or PDA. Each of these 
partial models has the controls over input of evidence and 
output of views with resolved values as shown in the main 
diagram. In addition, we show the evidence is regularly 
updated to a master user model. In fact, some queries, at 
one partial model will actually be directed to the master 
model, with two layers of control applied, once at the point 
of the query and again at the master model. 

Arrows flowing from the bottom represent user modeling 
information for personalization services. The layer between 
these and the user model is critical for privacy and control 
of personal information and the way that it is used. Our 
Personis user model representation has two main 
mechanisms for this.

The first, resolvers, restrict the classes of evidence made 
available. For example, I can restrict strangers to evidence I 
have explicitly placed in the model, so excluding any 
evidence from any unobtrusive observations. In the 
common ubiquitous computing case where location is 
modelled, the resolvers available to different users may 
return results of different granularity. For a person who is 
modelled as a close friend, the answer may be a fine-
grained precise location. For others, blurring is achieved by 
use of a resolver which is restricted to a small set of values, 
such as at-work or not-available.

The other mechanism, the view, controls which components 
are released: for example, whether my physics teacher may 
see the model for my maths knowledge.

A critical element of the architecture is the scrutability 
interfaces shown at the right. These must provide an 
overview of the user model, enabling the user to then 
scrutinize any part of the user model and the associated 
control elements described above. They should enable the 
user to drill right down to the full set of details, the 
evidence, the operation of the resolvers, the access details 
associated with views. In general, this is a challenging user 
interface problem. We have been exploring interfaces that 
give an effective overview of up to 700 concepts from the 
same context at once [2].
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Figure 1. Architecture for privacy enhanced personalization

Finally, within the model, Personis supports privacy 
management: use-by-dates ensure that older evidence is 
removed; compaction replaces a set of evidence from a 
single source with one summarising piece; and morphing
replaces an arbitrary collection. These processes reduce the 
size of the model. This, like the whole Personis design, 
aims to make models simpler and hence easier to 
understand and so to control the contents and use of the 
personal data that is the user model. The trade-off is that it 
may no longer be possible to make historic queries about 
the user model.

The underlying design of Personis has been strongly 
motivated by concerns for user privacy and control. In spite 
of this, effective control can only be achieved if we can 
create suitable interface. This is particularly challenging in 
ubiquitous computing environments where we have been 
exploring a P3P-like mechanism [3].

Privacy is an inherently personal issue, both in terms of 
personal preference about capture of information about a 
person and its subsequent use.  Intuition, as well as studies 
of privacy preferences, clearly point to different people 
having different preferences and levels of concern about 
privacy.

On the management of information capture about a person, 
perhaps flowing into a user model, this means that we need 
to support flexible control mechanisms.  The Personis 
approach is to characterise this in terms of the sources of 
the evidence.  The user interfaces that can provide 
effective user control of this process need to ensure that 
users can, at the moment that they choose, work out how to 
manage this process.

The experiences with P3P suggest that this is challenging.  
Notably, this involves an adjunct user interface, making the 
usability demands very tough: users will make use of it 
infrequently. Part of the long term vision of Personis is that 
such information should be strongly linked to the user, with 
the personal data kept on the user's storage.

This somewhat simplifies management of inflowing user 
modelling evidence since it separates collection from the 
release. At the same time, it is subject to potential denial of 
service attacks by evidence sources that maliciously, or 
accidentally, produce huge amounts of evidence.

The management of information out of the user model is far 
more challenging.  The Personis approach enables control 
at four main levels: the evidence source identity; the 
evidence source type; the component or component 
collection level including control via contexts and views; 
and the resolver level giving a particular interpretation of 
the available evidence.  This is flexible, covering the main 
possibilities within the architecture. It will be challenging to 
create the interfaces enabling a user to express such 
preferences, and their combinations. 

Overall, Personis represents one view of an underlying 
architecture that can give scrutability and associated control 
on the user models at the core of personalisation.  Effective 
support for scrutability and control is currently particularly 
difficult because user's mental models do not include these 
notions: indeed, people may be attuned to expecting 
software to behave unpredictably and to having no means to 
scrutinize this to work out why, let along to control it.  
Progress will require both developing those mental models 
and fine interfaces to support scrutability and control of 
personalisation.
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ABSTRACT
Privacy-Enhancing Identity Management (PIM) provides a
feasible approach to preserve users’ privacy despite the need
for gathering personal data in order to support personaliza-
tion or collaboration. Complex or collaborative applications
require even to partition within one single application [1].
Since intra-application partitioning (IAP) must be done ad-
ditionally to the actual tasks in the application, a reasonable
support for users is essential. This paper introduces a pos-
sible realization of context management which we suggest
as a means to motivate the use of PIM as well as to support
its reasonable use. Problems encountered during realization
point out possible pitfalls and general limitations. General-
ly, considering usability and performance is of fundamental
importance for the acceptance and usage of IAP but approa-
ches to improve these aspects must be carefully evaluated
since they might endanger the achievable privacy.

INTRODUCTION
Current applications increasingly provide a personalized
working environment or support collaboration. However,
these goals require gathering of personal data what intro-
duces privacy risks since we cannot completely exclude the
misuse of data once collected. Therefore, collecting and pro-
cessing personal data should be transparent to users so that
they can assess what others already know about them and
what these potential observers can additionally learn from
observing their actions.

PIM enables users to control which personal data they
disclose to whom in which situation [5]. Thereby, perso-
nal data are partitioned into subsets called partial identities
(pIDs). PIM is mainly used for inter-application partitioning.
However, applications containing complex scenarios or sup-
porting collaboration impose the need for IAP [1]: Since
users act in various scenarios or interact with different user
(groups), a lot of information about them accrue in the cour-
se of time which might be used to create detailed user profi-
les.

But even if users are increasingly aware of privacy risks,
they do not necessarily behave according to their privacy re-
quirements in real-life scenarios [9]. Within an environment
as assumed here, this discrepancy might even get worse: It
seems to be especially questionable whether users will par-
tition their data using existing PIM functionality when they
have to perform the necessary steps additionally to their ac-

tual tasks. Since the accruement of data is not necessarily
obvious for users, they might not care about possible conse-
quences of their actions for their privacy and focus solely on
the tasks they want to perform in the application.

Therefore, a continual awareness of privacy risks is a ne-
cessary precondition for motivating users to apply PIM at
all. Furthermore, a suitable support in applying PIM seems
to be essential for achieving its reasonable use. Particularly,
the system should make suggestions considering the use of
PIM according to rules users have defined in advance or ap-
ply such rules automatically if possible. The context mana-
gement discussed here focuses on this aspect: It aims at sup-
porting users in their decision under which pID they should
perform an action and, consequently, which personal data
they should disclose to whom after considering their current
situation. The techniques needed for PIM are not in the sco-
pe of this paper, we rather utilize functionality provided by
a privacy-aware platform.

As an example application, we consider the eLearning app-
lication BluES’n1 which aims at supporting a collaborative
environment. Since awareness of other users is relevant for
collaboration as well as for a rational IAP in such an envi-
ronment, it is not possible to consider processing of personal
data at client-side only. A discussion of problems encounte-
red during implementation points out the necessity to find a
balance between privacy on the one hand and performance
and usability on the other hand for a feasible solution.

After a short overview on the example environment, we dis-
cuss which personal data is disclosed and point out requi-
rements on context management. The next section describes
the realization which has been implemented within BluES’n.
After a discussion of possible pitfalls and limitations and a
short overview on related work, a summary and outlook con-
cludes the paper.

BASIC CONSIDERATIONS

Example Application
We are realizing context management within the privacy-
enhanced eLearning application BluES’n. This application
uses functionalities provided by a privacy-aware platform
currently developed within the project PRIME2 such as an-
1www.blues-portal.de
2www.prime-project.eu.org
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onymous communication or functionality to manage pseu-
donyms [2].

BluES’n aims at supporting a collaborative and flexible wor-
king environment which users can adapt to their individual
needs. The application structure is based on the concept of
workspaces [4]. Necessary functionality is provided by func-
tional modules. Users can create new workspaces using exi-
sting templates.

The different workspaces reflect the objectives a user is wor-
king on within BluES’n, for example, learning or teaching
in different classes or participating in dynamically establis-
hed learning groups. Functional modules provided within a
workspace can be used to describe subtasks such as perfor-
ming tests, editing material, or participating in a discussion.

BluES’n is based on a client-server architecture. Depending
on the defined policies, some actions might be performed
anonymously. If it is necessary to deliver a pseudonym in
order to make actions accountable, the PIM server requests
this pseudonym during a negotiation phase. Furthermore, it
could also be necessary to deliver user data for getting access
to requested resources. The context management has the task
to assist users in selecting a suitable pID what might include
the suggestion to switch to another pID.

Disclosing Personal Data
Attributes assigned to pIDs are personal data which might
be disclosed. Within BluES’n, a pID comprises a pseudo-
nym as identifier of the pID as well as an alias assigned to
the pseudonym for simplifying its handling [3]. Further at-
tributes are roles assigned to a pID, a history of actions, and
additional information about users such as interests, end de-
vices, or age.

If users are aware of possible privacy risks, they will disclo-
se as less personal data as possible. The wish to get assistan-
ce and to cooperate with other users motivates to disclose
personal data despite such concerns: The history enables a
tutor to provide individual assistance to learners of his class.
Delivering examination results is necessary to get certifica-
tes confirming the successful participation in classes. Users
might disclose additional information to be contacted by
others. Moreover, accessing additional information of other
users might require to disclose such information to others as
well. For synchronous communication, users might additio-
nally want to get information about the online state of other
users.

Disclosing explicitly known attributes might be restricted by
policies, but users cannot prevent that circumstances of their
actions can be observed: When do users perform actions,
how often are they online, how long they usually work, etc.
However, especially the accruement of information about the
circumstances of actions is less obvious for users. Since the-
se aspects allow to draw further conclusions about users,
they also need to be considered.

Feature Space of Contexts
We can conclude from the considerations about disclosure
of attributes that any support for users in applying IAP must
be based on the evaluation the user’s context within the ap-
plication [1]. A context describes the current situation and
environment of a user by considering a number of featu-
res [6, 12].

Particularly, a rational management of pIDs within a colla-
borative environment requires to be aware of other users sin-
ce a user has to know which information he has received
or disclosed and in which context. This information enables
users to assess the linkability of their pIDs for other users.
Altogether, our context comprises the following main featu-
res:

1. Current task: This feature can be basically derived from
the application structure (workspace/functional module)
and by considering the initiated action.

2. Others’ possible knowledge (degree of knowlegde of own
pIDs): Particularly, it has to be evaluated which pIDs have
been already used while working on this task, how often
they have been used, and whether they have been addi-
tionally used for working in other workspaces and, thus,
possibly within other user groups.

3. Knowledge about others (degree of knowledge of others’
pIDs): For example, we have to consider users who are
currently working within the same workspace since we
assume that the BluES’n system provides awareness in-
formation about users to others in order to support colla-
boration. Obviously, these users potentially can observe
the user who wants to perform an action.

4. Physical environment: Finally, also environmental condi-
tions such as time or location could be considered.

According to [13], these features can be devided into human
factors (1-3) and features related to the physical environment
(4). The context changes if one of the components of its fea-
ture space changes.

Requirements on a Feasible Context Management
In order to achieve user acceptance and to enable them to
rationally utilize context management for IAP, the following
important requirements need to be considered:

• Privacy: Users should be enabled to soundly partition
their personal data while acting within the application.
Their pIDs must not be linkable by others.

• Performance and usability of application: Functionalities
provided by the application must not be affected by the
context management. Furthermore, a comfortable wor-
king should be possible: The context management must
not disturb users in performing their actual tasks within
the application and should not noticeably decrease per-
formance. Otherwise, users will either not rationally use
the context management or just switch it off.

• Usability of context management: It need to be intuitively
usable and its functionality should be easy to understand.
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Users should be able to adapt it to their individual prefe-
rences. This requirement is not in the scope of this paper.

Even if integrating context management will obviously af-
fect the application, usability and performance must not be
significantly influenced.

REALIZATION

Basic Components
The context management comprises three main components.
Fig. 1 gives an overview on interactions between these com-
ponents and the application.

• Context Configuration enables users to configure how the
features of the context should be evaluated and how the
system should react in case of an observable action. Ob-
viously, any network communication is observable. Ho-
wever, even local actions may become observable, for ex-
ample, if they are logged and transmitted to the server for
assessment.

• Context Monitoring and Logging manages the context in-
formation during a client application session, especially,
local actions of a user and observable actions which in-
clude information about the selected pID.

• Context Evaluation should suggest a suitable pID to be
used for an observable action. Thereby, it selects the cor-
responding context configuration made by the user. De-
pending on the configuration, it might also evaluate for-
mer actions by using the history.

These components were realized within BluES’n conside-
ring the requirements summarized above. According to [1],
a reasonable combination of prospective, collateral and re-
trospective configuration is necessary for a viable realizati-
on. Until now, prospective configuration which can be used
to emulate collateral processing is realized.

Context Configuration
Generally, all features of a context listed above can be used
for the configuration. Our current solution focuses on the
description of the task. Thereby, we consider the workspace
and the functional module in which the user initiates an ac-
tion as a suitable description. For example, a user can define
that a switch to another pID is necessary when he starts an
observable action in another workspace. Depending on the
situation, even a new observable action in the same functio-
nal module could imply a switch to another pID (e.g., as-
king a question within a discussion forum). Configuration
can consider solely the workspace and functional module in
which the initiated observable action should be performed
but also appropriate information about formerly performed
actions. In the following, “working on a task” refers to “wor-
king within a specific workspace”.

The configuration is structured according to workspaces and
functional modules which are objects within BluES’n. It is
necessary to distinguish the following cases regarding this
part of the task description:

• the user works for the first time on this task,

• the user has already worked on this task, but he has not
opened the appropriate workspace within this application
session,

• the user starts an observable action belonging to the active
workspace.

The context management checks whether the user has alrea-
dy worked on this task by means of the history. A user could
work for the first time on a task when he creates the appro-
priate BluES’n object or opens an object already existing on
the BluES’n server for the first time.

Users can define the following reactions of the system for
observable actions:

• switch to a specified pID, notify user about this switch,

• start user dialogue with specified settings,

• act anonymously or generate new pID that is not used
again (i.e., act under a transaction pseudonym [10]).

Settings for user dialogues contain a suggestion for a suita-
ble pID to be used for the initiated action or a list of already
existing pIDs from which the user should select (without ex-
cluding possibilities for other choices). This list could con-
tain, e.g., pIDs already used when acting in the workspace
the initiated action should be performed.

There are basic configurations for the different workspace
templates and functional modules. Users can adapt these set-
tings for actual objects. Thus, they could define different
settings for different classes which are based on the same
workspace template. Of course, default settings always aim
at supporting maximum privacy. A general default configu-
ration ensures that also newly introduced object types can be
processed in a reasonable manner: In this case, an observa-
ble action initiates a user dialogue suggesting to create a new
pID.

Context Monitoring and Logging
Monitoring observes all events within the GUI-layer and de-
termines the current context features. Logging keeps track of
all observable actions and corresponding context informati-
on received from the context evaluation component.

The context monitoring component registers an event liste-
ner which receives every event and keeps a track of the cur-
rent context by means of a simple state machine concept.
Transitions between the states are implied by events on the
GUI-layer which either change the context or influence the
selection of the pID. For example, activating a workspace is
only a local action but implies a change of the state machi-
ne. Whenever an observable action occurs it is known which
workspace is active and, therefore, in which context the ac-
tion will be performed.
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Figure 1. Interactions between components of context management.

Context Evaluation
Initiating an observable action requires figuring out which
pID should be used for this action. Since we are current-
ly considering solely actions implying communication via
the network as observable, this component is invoked by the
network layer of the BluES’n client. Particularly, the context
evaluation component performs the following steps:

• First, it evaluates the received observable action and de-
termines the workspace and functional module in which
the invoked action should be performed.

• Subsequently, it selects the corresponding configuration
for this “target context” or the suitable default configura-
tion, respectively.

• According to the configuration, it possibly requests fur-
ther context features from the context monitoring compo-
nent or the history.

• It evaluates all relevant information in order to select an
existing pID or generate a new one. This step might in-
itiate an interaction with the user.

• The pseudonym assigned to this pID is delivered to the
network layer which sends the request.

• Finally, the result of the evaluation process as well as
the observable action is passed to the logging component
which updates the history.

Figure 2 shows the integration of the monitoring and logging
component as well as on the evaluation component into the
example environment.

Example
A simple example shall illustrate how context management
finally works. More detailed examples are given in [7]. For
this example, we assume that the user wants to work within
an authoring workspace and a self-study class providing the
possibility to work with different learning material, perform
tests, and participate in a chat. The user decides in advance
that he would prefer to work under one and the same pID
within the authoring workspace since he wants to be reco-
gnized by others working also in this workspace. In contrast,

he wants to have the possibility to generate new pIDs when
he starts to work in the self-study class. This enables him to
start working in an unbiased environment. Finally, he pre-
fers to be asked by the context management before sending
a message in the chat so that he has also the possibility to
ask questions without the necessity that they are linkable to
his other actions.

The user configures the context management for ensuring
that he really will act according to these preferences du-
ring his every-day actions in the application. For the autho-
ring workspace he defines that the context management shall
start a user dialogue suggesting to create a new pID when he
wants to open this workspace for the first time. When he
opens the workspace again, the context management should
automatically select this pID. The system should just show
a notification about this choice for enabling the user to be
aware of his current privacy state.

For the self-study class, the user makes the same configura-
tion for the case “open for the first time”. For opening this
workspace again, he wants the context management to start
a user dialogue which

• provides the pID used when acting for the last time in this
workspace as default pID and

• shows a list of all pIDs already used within this workspace.

The user can accept the suggested pID or select one of the
pIDs provided in the list. However, he can also create a new
pID, e.g., if he wants to start learning on a new unit without
being recognized by others, or select any other pID which is
not explicitly suggested. For the functional module chat, the
user configures to select the pID before sending a message.

Thus, the user defines in advance in which situation he
would like to work under which pID or when it could be
useful to switch to another pID. During the actual work, the
context management initiates the predefined dialogues re-
minding the user that he should consider the selection of a
pID at this point. Without such predefinition, the user might
send messages in the chat without selecting a suitable pID.
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Figure 2. Integration of context management into application.

The suggestions defined in advance help the user to make re-
asonable decisions when he is actually occupied with perfor-
ming the other tasks in the application. Furthermore, the in-
teractions invoked by the context management give the user
feedback about his privacy state.

POSSIBLE PITFALLS AND LIMITATIONS
Generally, there are always trade-offs between performance
and usability on the one hand and privacy on the other hand.
First implementations and tests have pointed out that achie-
ving a high level of privacy affects usability and performance
significantly. It has to be carefully considered whether ap-
proaches to improve the situation influence the achievable
privacy. Some encountered problems during implementation
shall illustrate this.

Thus, using caching to improve performance might under-
mine the achieved privacy, e.g., due to unintentionally reuse
of transaction pseudonyms. Caching and prefetching might
also influence service requests what could be utilized for dra-
wing conclusions about relations between different pIDs. Fi-
nally, observable actions might even be omitted if a needed
object is still in cache. If the context configuration refers to a
sequence of actions, this must be considered. Consequently,
influences of caching need to be explicitly modelled.

Another example is communicating awareness information
to users. Since the server must not know which pIDs belong
to one and the same user, it will send this data to all pIDs.
Thus, each user receives this data quite often. Establishing
specific channels between clients and the server seems to
resolve the problem, but threatens privacy due to possible
timing analysis. We suggest to register some of the currently
used pIDs for receiving awareness information. Moreover, it
is necessary to use them for varying durations, especially to
prevent that all pIDs used to receive awareness information
are signed off from the channel at the same time when the
user closes his application session.

Approaches to increase usability might reveal chronological
dependencies. For example, opening all workspaces used in

the last application session while starting the application cli-
ent surely provides the user a comfortable working environ-
ment. However, the pIDs used for opening the workspaces
in consecutive service requests can be definitely linked and,
therefore, former careful partitioning becomes useless. Con-
sequently, we do not automatically open these workspaces.
Rather, the user gets appropriate information which is mana-
ged solely at client side. A workspace is not opened before
the user starts the first observable action in it.

Furthermore, we also have to be aware of possible linking
due to the actions themselves. First, an observer could ana-
lyze the contents of messages in order to link different pIDs
by utilizing typical syntactical or semantical peculiarities
[8,11]. Second, the circumstances of observable actions such
as their time and frequency might divulge information about
users’ behavior. The former analysis require a fairly amount
of messages. However, both problems can be treated by ex-
tending the context feature space by an appropriate attribute.
The definition of suitable features concerning the circum-
stances of actions requires further investigations.

RELATED WORK
There are several approaches known which aim at suppor-
ting users in managing their personal data. However, to the
best of our knowledge, there are no solutions which could be
directly utilized to support IAP.

Some products allow to define different profiles or identities
within an application, e.g., browsers such as Mozilla, tools
designed for email such as KMail3 or tools related o chats
such as Konversation4. However, since communication is a
main goal of these applications, support for users in selecting
the best suitable identity or profile is not in focus.

P3P5 (Platform for Privacy Preferences Project aims at sup-
porting a standardized format for describing data handling
issues policies. Service providers can specify their privacy
3http://kmail.kde.org
4http://konversation.kde.org
5http://www.w3.org/P3P/
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policies, and users can define their preferences. Appropria-
te tools can check whether the policies of a provider match
the user’s preferences. This aspect can be considered as con-
textual information, and it could be included in the context
feature space especially when we consider a distribution of
the application server on different nodes with various priva-
cy policies. However, a main part of the context management
discussed here is the possible evaluation of the contextual
information, i.e., to define the concluding reactions of the
system. This is not in focus of P3P.

Closer to the problems discussed here is the DRIM6 project
(Dresden Identity Management) since it aims at supporting
the selection and creation of pseudonyms used within com-
munications based on user defined rules. The definition and
evaluation of user defined rules is obviously of interest for
the context management. The currently considered rules, ho-
wever, are not sufficient for IAP since they only consider in-
formation about the (technical) communication partner, i.e.,
the service provider. We are currently checking whether the
rule evaluation can be utilized for context management. Ne-
vertheless, there are still tasks which need to be solved by
context management: Handling information about the con-
text feature space, measuring the defined features, enabling
users to configure context management based on the selec-
ted features as well as integrating the context management
in the application and realizing the user interactions.

SUMMARY AND OUTLOOK
The proposed realization of context management supports
users in partitioning their personal data. Default settings
prevent that unexpected situations might cause privacy pro-
blems. To reduce disturbances during work, interactions are
reduced as much as possible. Particularly, only observable
actions can invoke dialogues at all. More experienced users
might reduce dialogues to simple notifications about auto-
matic decisions if possible. As a result, usual work flows
within the application are less interrupted.

Future work has to be done in order to consider further fea-
tures of contexts, e.g., information about other users. Timing
aspects has also to be thoroughly investigated for answering
the question to which degree different pIDs can be more ea-
sily linked if they are repeatedly used within short periods
of time. In the long run, it could become even possible to
link pIDs which belong to one and the same user. We have at
least to consider probabilistic conclusions. Currently, we as-
sume that acting under different pIDs within one application
session cannot be linked and that it is sufficient to evaluate
the sequence of actions assigned to the corresponding pIDs.

User trials are planned in order to assess to which degree the
context management described here improves users’ conti-
nual awareness of privacy problems, whether it motivates the
use of PIM at all and its reasonable use.
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ABSTRACT 
This paper examines how negotiation techniques can 
resolve the trade-off between service providers’ persona-
lization efforts and users’ individual privacy concerns, how 
they lead to efficient contracts, and how they can be 
integrated into existing technologies to overcome the 
shortcomings of static privacy policies. The analysis 
includes the identification of relevant and negotiable 
privacy dimensions. A detailed privacy negotiation scenario 
from multi-channel retailing is examined. Based on a 
formalization of the user’s privacy revelation problem, we 
can solve the selection of the efficient privacy level as an 
optimization problem. Finally an extension to P3P is 
proposed that allows a simple expression and implemen-
tation of negotiation processes. Support for this extension 
has been integrated in the Mozilla browser. 

Author Keywords 
Privacy Negotiations, Privacy, Personalization, P3P, E-
Commerce. 

ACM Classification Keywords 
H5.m. Information interfaces and presentation (e.g., HCI): 
Miscellaneous. K4.4. Electronic Commerce, K.4.1 Public 
Policy Issues 

INTRODUCTION 
Online users are facing a large and increasing complexity of 
services offered over the Web, due to their quantity and 
their diversity. In online retailing, stores are constantly 
expanding their assortments in width, depth and quality 
levels. Individuals are confronted with a number of product 
alternatives that makes their exhaustive comparison 
impossible [8]. They appreciate being offered effective 
guidance through automated recommender systems [13]. 

Moreover, the commodization of digital services increases 
price competition among service providers and successful 
customer value extraction requires attracting and binding 
customers by new means. Personalized services, 
individually tailored for a single consumer, create lock-in 
effects. A recent survey concluded that knowledge from, for 
and about customers is a mission-critical factor [16]. 

Yet Customer Relationship Management (CRM) typically 
relies on large data amounts to be collected and kept over 
time. Careless data collection activities and data misuse are 
nowadays discussed in mass media and remember 
customers to care about their Privacy. 

The depicted situation is known as the Privacy-
Personalization trade-off. Users get immediate better 
service quality when revealing personal information but 
may experience negative consequences due to sensible 
information disclosure. A common way for websites to 
communicate their data-handling practices is to post 
“privacy policies” on their website. Though, this approach 
is too rigid and comparing present benefits to expected 
values of future costs constitutes a major hurdle for most 
online users. The empirical proof of users’ stated privacy 
preferences diverging from their actual behaviour is a 
symptom of this burden [19]. 

Our contribution is to depict how negotiation techniques 
can overcome current drawbacks of static privacy policies, 
and reconcile privacy and personalization. We explain the 
economic benefits of Privacy Negotiation Techniques 
(PRINT) and how they support the customer. We 
investigate how negotiations can be implemented using 
existing technologies. The following two sections examine 
negotiable privacy dimensions and present the optimization 
calculi of the user and the service provider respectively, 
based on a formalization of privacy negotiations. The 
implementation of PRINT using W3C’s Platform for 
Privacy Preferences (P3P) is portrayed. Before concluding 
with a summary and outlook, a detailed negotiation scenario 
in multi-channel retailing is provided. 

RELATED WORK 
The privacy-personalization trade-off as presented above 
has led to several technical approaches both in research and 
in practice. These technologies can be classified according 
to the market structure and the targeted transaction phase, 
each of them being briefly portrayed in the following 
paragraphs: (a) Service providers publish P3P Policies that 
are retrieved by a user agent (UA) acting on the user’s 
behalf. (b) The UA checks if the P3P Policy is compatible 
with the user’s privacy preferences. Latter can be coded 
using the privacy preference languages APPEL or XPref. 
(c) Intra- and inter-organizational guidelines governing the 
handling of collected data can be expressed using EPAL. 

(a) P3P is an XML-based language developed by the World 
Wide Web Consortium (W3C) [24]. It became a 
recommendation in 2002 and aims “to inform Web users 
about the data-collection practices of Web sites” [25]. P3P 
has become widely adopted by service providers but it 
remains restricted to the “take-it-or-leave-it” principle: The 
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service provider offers a privacy policy; the potential 
customer has to accept as a whole if she wants to use the 
service. A negotiation process between the involved parties 
is not intended. Although the first drafts of the P3P 
specification included multi-round negotiation mechanisms, 
these parts had been removed in favour of easy 
implementation and early and wide adoption of the 
protocol. The latest version of the P3P 1.1 specification [25] 
does not mention negotiations either. 

(b) In addition to the P3P specification, the W3C conceived 
APPEL1.0, A P3P Preference Exchange Language 1.0 [23]. 
APPEL is a language “for describing collections of 
preferences regarding P3P policies between P3P agents”. It 
is primarily intended as a transmission format and a 
machine-readable expression of a user’s preferences. Given 
a P3P privacy policy, it may be evaluated against a user-
defined ruleset to determine if her preferences are 
compatible with the service provider’s intentions for data. 
Though standard behaviours and basic matching operations 
are supported by APPEL, its applications are still limited 
and the capability of expressing negotiation strategies is 
explicitly excluded from the language’s scope. Using 
APPEL as a negotiation protocol is neither supported by its 
semantics nor is the language designed for this purpose. 

Critics have argued that APPEL is difficult to use 
effectively and have proposed XPref as an APPEL 
replacement [2]. APPEL and XPref address matching issues 
antecedent to the approval of the service provider’s privacy 
policy. Though privacy preference languages are not suited 
for coding privacy negations, user agents may support the 
user during the negotiation process in reaching an 
agreement favourable for him. 

(c) The Enterprise Privacy Authorization Language (EPAL) 
is developed by IBM [9]. EPAL allows enterprises to 
express data handling practices in IT systems. The 
developed policies are intended “for exchanging privacy 
policy in a structured format between applications or 
enterprises” [9]. The language focuses on the internal 
business perspective, and is not intended for customers to 
express their own privacy preferences. Although EPAL is 
not suited for use at the customer interface – which is 
needed for negotiation – privacy guarantees towards 
customers can sometimes be deduced from the stated 
internal procedures and then be expressed in P3P policies. 

In parallel to the development of privacy-related 
technologies and research both in online and offline IT-
based transactions, negotiation has been studied in various 
disciplines. The bases had been set up in game theory, 
where negotiation is modelled as a bargaining game [10, 
20]. Recent influences have arisen with the increasing 
importance of autonomous agents and collaborative 
computing [5]. Frameworks for carrying out negotiations 
have been developed [15]. The rapid development of the 
Grid and service-based IT-architectures on the technical 
side, and the enduring process outsourcing to third parties 

on the economic side, combined with mobile and ubiquitous 
computing will broaden the coverage of Privacy 
Negotiation Technologies in the near future [11, 26]. 
 

PRIVACY NEGOTIATIONS 
Thompson defines in her book that negotiations are an 
“interpersonal decision-making process necessary whenever 
we cannot achieve our objectives single-handedly” [21]. 
Especially in the case of integrative negotiations, 
negotiations can unleash the integrative potential that lies in 
conflicting interests and preferences and turn it into 
efficient contracts. Two major shortcomings of current 
online privacy handling mechanisms can be overcome if 
PRINT are implemented during the transaction between the 
service provider and the user: 

The first shortcoming is the “one-size-fits-all” principle: 
once the service provider has designed its privacy policy, it 
will be proposed to all interested users – no matter what 
their individual preferences are. There may be users who 
would have accepted offers with less privacy protection and 
would have agreed to the provider’s proposal even if more 
personal data would have been asked. Thus, the provider 
fails to tap the users’ full potential. 

The second shortcoming is the “take-it-or-leave-it” princi-
ple, i.e. the user can only accept or refuse the provider’s 
proposal as a whole. The provider is always the one who 
moves first, he makes the initial offer; the user cannot take 
the initiative. As demonstrated in the next section, the 
fundamental inadequacy of the take-it-or-leave-it principle 
persists even if more than one static privacy policies are 
offered. 

Individualized Privacy Policies 
Adopting a broader view and extending the analysis from a 
single service provider to the whole market, providers 
might specialize on different privacy levels. Since the 
amount of service providers (as discrete units) is much 
smaller than the amount of potential privacy preferences, 
which can be seen as quasi-continuous due to the large 
number of gradations for all considerable privacy 
dimensions, a specialization is not trivial. 

Consider n service providers and m à n users having 
different privacy levels with a known distribution. Hence, a 
given service provider will target more than one privacy 
level. This may be implemented by giving the users the 
choice between a set of usage scenarios corresponding to 
different amounts of personal data to be collected. As the 
differences between these usage scenarios have to be 
clearly communicated and the maintenance of one scenario 
induces costs for the service provider, the set of scenarios 
will be limited in size to a few possibilities. 

The notable difference between the offered privacy levels is 
part of the service provider’s user discrimination strategy 
and aims at a successful self-selection of the potential users. 

30

David
Rectangle



 3

Thence, even under market-driven specialization and 
alternative usage scenarios, the user still faces fixed policies 
and a dynamic matching is not carried out. 

Negotiable Privacy Dimensions 
As observed in the previous sub-section, neither a market-
driven segmentation between services providers offering 
different privacy levels, nor a mechanism based on choices 
between different static usage scenarios turn out to be 
adequate solutions, so that negotiation is the remaining 
approach. Apparently, as it is not feasible to negotiate the 
entire privacy policy, one important aspect is to identify 
relevant and negotiable privacy dimensions. We define a 
privacy dimension as one facet of the multi-dimensional 
concept ‘user privacy’. For each dimension, different 
discrete revelation levels exist, monotonously associated 
with the user’s willingness to reveal the data. Privacy 
dimensions can be identified at different degrees of 
granularity. 

The four top-level privacy dimensions are the recipient of 
the data, the purpose for which the data are collected, the 
period they will be stored, and the kind of data. These four 
dimensions (recipient, purpose, retention time, and data) are 
in accordance with European privacy legislation [6, 7]. 
Legislation sometimes identifies the retention time with the 
purpose, such that the data has to be wiped off in case the 
intended purpose has been fulfilled or will be at reach in the 
future anymore (see § 48 of “Allgemeines Gesetz zum 
Schutz der öffentlichen Sicherheit und Ordnung in Berlin” 
for an example).1  

It is obvious, that the importance of each of the four 
dimensions as perceived by the users as well as their 
respective willingness to provide information depends on 
the thematic domain of the service. Some recent work 
proposed to negotiate the recipient of the data in different 
application scenarios, among them are medical help [26], 
distance education [27], and online retailing [5]. We will 
focus on negotiating the amount of data to be revealed. 

Privacy vs. Personalization – User’s Individual Utility 
Calculus 
In order to model the user’s individual trade-off between 
personalization and privacy, we present it as a utility 
maximization problem, taking into account different overall 
sensitivity levels towards privacy and different importance 
one may assign to a specific privacy dimension. The 
formalization allows solving the negotiation game 
presented in section 4, giving the service provider the 
opportunity to choose its optimal strategy.  
                                                           
1 The case that the purpose intended at collection time will 
not be achievable anymore happens in cases like that 
volatile preference data is kept unanalyzed for an 
excessively long time. Hence the data is not accurate 
anymore and thus the planned purpose is out of reach. The 
data will have to be removed. 

We denote the user’s utility by U, using the following 
notations:  

Dn is a n-dimensional privacy space and 
di ∈ D are its privacy dimensions 

The vectors 

a = (a1, …, an) and 
aT = (a1

T, …, an
T) and 

α = (α1, …, αn) 

indicate for each dimension di of the privacy space the 
user’s data revelation level, and the revelation threshold as 
the required minimum to be revealed, and the weighting of 
each dimension respectively. 

γ indicates the user’s global privacy sensitivity 

R is the discount provided by the service provider 
P are other non-monetary personalization benefits 
B is the base utility of the (executed) contract 

Revealing personal data reduces the user’s utility. 

UDD is the disclosure-induced disutility 

Using this notation, the user’s utility can be expressed by:  

( ) ( ) ( ) ( ) BaRaPaUaU DD +++=  (1)

 

The user maximizes her utility over her decision variables; 
those are exclusively the revelation levels ai. The variables 
aT, α and γ cannot be influenced by her (however not 
implying that they will be constant over time). Hence, the 
optimization problem is: 

( ).max
,...,1

U
naa

 (2)

In case that the user is not willing to provide sufficient data 
for the contract to be executed, the base utility B and the 
discount R will be zero (3). The user gets some 
personalization benefits P even if the involved parties do 
not conclude on a contract. In case P is less than the 
negative utility the user gets from providing the necessary 
data, the user will prefer unpersonalized usage of the 
services (4). 

Finally, as the transaction is carried out on a voluntary 
basis, the user will not agree to a contract generating him a 
negative net utility. The contract to be executed must 
provide him at least as much utility as she had before. 
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In summary, the optimization problem expressed in (2) is 
subject to the following participation constraints (3) - (5): 

( ) 00 =∧=⇒< BaRaa
T

 (3)

( ) ( ) ( ) ⇒<++ 0aRaPaU DD  usage without  person-
 alization preferred 

(4)

( ) 0≥aU  (5)

 

As the ability to identify a user individually (identity 
inference, also known as triangulation) does not increase 
linearly when more data is provided, we use a Cobb-
Douglas utility function instead of an additive composition 
for the user’s disutility of data revelation. Two other 
important characteristics of this utility expression in the 
context of privacy awareness are discussed at the end of this 
section. 

( ) ∏
=

⋅−=
n

i
iDD

iaaU
1

αγ  

(6)

 

The thresholds ai
T are set by the service provider and are 

usually openly communicated. In implementations, hints 
like ‘required field’, ‘required information’ or form fields 
marked by an asterisk are common practice. The necessity 
can be deduced from the nature of the transaction: It is 
obvious that an online bookstore cannot achieve postal 
delivery if the user refuses to provide her shipping address. 
It is to note that in this model, the kind of privacy 
dimensions is not fixed: The purpose as well as the 
recipient can be privacy dimensions. In the case of 
shipping, the threshold for the recipient dimension may be 
the company itself (no third-party logistics company used) 
and the minimum purpose the user has to agree upon may 
be postal delivery. 

The weightings αi for each of the privacy dimensions as 
well as the global privacy sensitivity γ are private 
information of the user and constitute her type. The same 
holds for the valuation of the non-monetary personalization 
benefits P and the base utility B, but these two components 
can be neglected in the further analysis: First, users tend to 
only valuate additional personalization benefits, known 
solutions will shortly be seen as a standard service and thus 
there will be no special appreciation. Nevertheless, some 
personalization benefits may remain. In case of classical 
implementations such as active guidance, purchase 
suggestions based on purchase or service usage history, 
product highlighting or implicit search criteria, the 
personalization improves the perceived service quality. 
Through the active support, the user can save search time 
and simultaneously the matching quality between her 

preferences and the store’s offers increases: These savings 
can be seen as monetary benefits and thus subsumed under 
the variable R. This is especially appropriate, as increased 
matching quality only becomes effective in case the product 
is purchased (and R is zero in case of no contract). The base 
utility can be neglected as it does not depend on the data 
revelation levels. Hence, the user’s type is determined by αi 
and γ and the optimization problem (2) can be simplified to: 

( ) ( )..max
,...,1

RU DDaa n

+  (7)

 

As mentioned above, the multiplicative structure of the 
Cobb-Douglas utility function allows a good expression of 
inference threats. In addition, there are two other interesting 
characteristics in the context of profile data, related to each 
other. First, the different privacy dimensions are not 
perfectly substitutable (e.g. the user’s telephone number and 
her e-mail address constitute two possible ways to contact 
the user but they are not completely interchangeable). 
Second, different to an additive composition, the 
substitution rate between two privacy dimensions (which 
yields here to the ratio - αiai/αjaj) is not constant or 
independent from the current level of revealed data: it 
decreases with the amount of data already provided. 

The influences of the different parts on the user’s utility 
function are described by the partial derivatives and their 
interpretations shown below: 

• ∑U / ∑ai b 0: Any privacy infringement reduces the user’s 
utility except in the case where she does not care. 

• ∑U / ∑R > 0: The user appreciates discounts. 
• ∑R / ∑ai r 0: But the service provider is only willing to 

grant discounts in case he gets some personal information 
in return. The case ∑R / ∑ai = 0 is applicable for a privacy 
dimension irrelevant in the current transaction scenario or 
(more restricted) for which the service provider does not 
honour revelation.  

• ∑P / ∑ai r 0: The more data the service provider can 
access, the better the personalization will be. 

• ∑B / ∑ai = 0: The contracts base utility is independent of 
the user’s revelation level. 

Negotiating the ‘data’-Dimension 
While the recipient may be the relevant negotiation 
dimension for distance education or health services, we 
propose the extent and amount of shared data as negotiation 
dimension for online retailing. First, the willingness of 
customers to provide personal information is mainly 
determined by the service provider’s reputation, who is the 
(nonnegotiable) initial recipient of the data. Second, 
disclosure practices are often determined business processes 
(e.g. outsourced billing services or delivery by third-party 
companies). Third, the relevance of the retention time is 
rated considerably less important [1]. Finally, all data 
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carries with it a more or less pronounced intrinsic purpose 
that cannot be subject to a negotiation (e.g. phone numbers 
are used for personal contact and telemarketing). Hence, 
negotiating the kind of data seems appropriate in the case of 
online retailing. 

Generally spoken, for a type of data to become part of the 
negotiation process, it must at least meet the following 
criteria: 

• the user must be able to provide the data 
• the data must not be off-topic; the user should see at least 

a slight reason for the necessity of providing it  
• it must not be indispensable for the execution of the 

contract, either by its nature or by the level of detail (i.e. 
no negotiations for ai < ai

T) 
• the service provider must gain the user’s favour for 

collecting the data, i.e. the data is part of an explicit 
profile [17] 

The empirical findings of [1] allow establishing a cardinal 
ordering of types of data according to the willingness of 
user’s to provide the information. Ackerman et al. found 
significant differences in comfort level across the various 
types of information, implying weighting factors αi in the 
user’s utility function constituting one aspect of the user’s 
type. The other aspect, the global privacy sensitivity 
expressed by γ, will be examined in the following section. 

 

THE SERVICE PROVIDER’S PERSPECTIVE 

Facing Different Types of Users 
The service provider is confronted with different types of 
customers that have various global privacy sensitivity 
levels, and may rate the importance of one kind of data 
differently. Efficient customer value extraction is based on 
a combination of discrimination and negotiation techniques. 
Discrimination relies on the identification of different 
groups of customers having the same (or a comparable) 
type. [1] identified three types: the ‘privacy 
fundamentalists’, the ‘pragmatics’, and the ‘marginally 
concerned’ users. [18] distinguishes the pragmatic majority 
into ‘profiling averse’ and ‘identity concerned’ users, hence 
establishing four user clusters. 

The distribution of the four types is assumed to be common 
knowledge. For marginally concerned users, γ will take 
values close to zero; pragmatic users will have mid-range γ 
values. Privacy fundamentalist with γ values close to one 
may be offered static privacy polices as in most cases, the 
valuation of hiding personal data will be higher than the 
discounts the service provider can offer; the inequality (4) 
becomes binding [14]. 

Modelling the Negotiation Process 
Various methods for modelling negotiation processes exist, 
some more influenced by computer science (e.g. using 

finite state machines), others more influenced by 
microeconomics. We will adopt a game-theoretic approach, 
examining two possible negotiation scenarios: a sequential 
game as framework and a simultaneous game that may be 
played on every step. [4] has examined negotiation 
protocols in different contexts: customer anonymity (or 
not), complete knowledge of the service provider’s strategy 
(or not) and transaction costs for both parties (or not). 

The service provider’s strategy is a function that associates 
discounts to data revelation level vectors (Dn → ran(R)). 
Determining the service provider’s best strategy results in 
solving the following optimization problem: For users 
being drawn from a known distribution, maximize the total 
profit. The total profit is the revenue generated by the whole 
population minus the granted discounts, minus the costs for 
implementing the personalization, and minus other costs. 
Latter encompass in particular customers that are lost 
during the negotiation process by cancelling (e.g. due to 
psychological reasons or just because they feel 
overstrained). This maximization is subject to constraint of 
the users’ participation constraints (3) to (5). We 
deliberately refrain from a detailed solution, as rigorously 
integrating the service provider’s cost structure would go 
beyond the scope of this paper. 

The framework for the negotiation process is a dynamic 
game where the service provider has high bargaining 
power: He opens the negotiation with a basic offer, 
consisting of a small discount and a few personal data (the 
threshold) to be asked. This constitutes the fallback offer in 
case the user does not want to enter negotiation. In case the 
user accepts, she will be presented another offer with a 
higher discount and more data to be asked. On every step, 
the user may cancel (i.e. no contract or the fallback solution 
are implemented), continue (i.e. reveal more data or switch 
to another privacy dimension) to the next step or confirm 
(i.e. the reached agreement will be implemented). 

This wizard-like structure is strategically equivalent to a set 
of offers as (data, discount)-tuples from which the user can 
choose one. However, a sequential implementation allows 
better guidance, better communication of the benefits in 
providing the data and instantaneous adaptation of the 
strategy. Note that for a given offer, the requested data are 
always a superset of the requested data of the previous 
offer, even if the customer only enters the additional 
information (monotonously increasing revelation level for a 
given dimension). The service provider can also implement 
more alternatives for one step, so that the user can choose 
which data she will provide (for example the service 
provider can ask either for the home address or the office 
address). This is particular useful for addressing different 
weightings of privacy dimensions that are equivalent for the 
service provider. Implementations may offer the multiple 
privacy dimensions sequentially. A switch to another 
dimension is performed in case the user refuses to provide 
further data or the service provider is not interested in a 
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higher detail level for the current dimension. A current 
implementation is described in the next section. 

In this basic case, the service provider grants a fixed 
discount on every single step, which is cumulated along the 
process. A more sophisticated procedure could also include 
the service provider’s concessions into the negotiation 
process, e.g. by a simultaneous game on every stage: the 
user indicates the minimum discount she wants to get for 
revealing the data and the service provider indicates the 
maximum discount he wants to grant. Problems will arise as 
the service provider’s maximal willingness can be overt due 
to the unlimited number of times one or several anonymous 
users can play this simultaneous game. [3] argues that this 
problem can be neglected for multi-faceted and individually 
valued benefits offered to the user. 

 

IMPLEMENTATION 

Privacy dimensions in P3P 
The four top-level privacy dimensions (recipient, purpose, 
retention time, and data) identified above can be mapped 
directly to P3P. P3P policies express the service provider’s 
data processing practices using STATEMENTs; each of those 
statements having child elements indicating the RECIPIENT 
of the data, the PURPOSE for which the data will be used, 
the RETENTION time and what kind of DATA will be 
collected. 

Other optional child elements of a privacy statement, such 
as the CONSEQUENCE element or possible EXTENSIONs 
may not be included in the negotiation process: the 
consequence is only a short summary or a human-readable 
explanation of the data processing practices described in the 
(rest of the) statement. The user agent is supposed to show 
contents of this element to a (human) user. As for possible 
extensions, the semantics of issuer-defined additions may 
be ambiguous and one cannot presume that issuer-defined 
extensions will be understood by all user agents.  

Integrating Privacy Negotiations into P3P 
The negotiation process as described in the previous section 
can be implemented using the already mentioned extension 
mechanism of P3P, which can be used both in a policy 
reference file and in a single privacy policy. The extensions 
in the privacy policies will not be optional, but in order to 
ensure backward compatibility, these extended policies will 
only be referenced in an optional extension of the policy 
reference file. Hence, only user agents capable of 
interpreting the negotiation extension will fetch extended 
policies. 

In a P3P policy, two extensions can be added: a 
NEGOTIATION-GROUP-DEF in the POLICY element, and a 
NEGOTIATION-GROUP in the STATEMENT element. The 

mechanism is comparable to the tandem of STATEMENT-
GROUP-DEF and STATEMENT-GROUP in P3P 1.1 [25]. 

The STATEMENT-GROUP-DEF extension is used to define an 
identifier and optionally properties that can be applied to a 
group of STATEMENT elements using the STATEMENT-
GROUP extension. A statement group allows service 
providers to describe what sections of their P3P policy 
apply to different user interactions with their site/service. A 
statement can be associated with a statement group by 
having at most one STATEMENT-GROUP extension. A 
STATEMENT-GROUP element can carry at most two 
attributes: The id-attribute associates a STATEMENT with a 
certain group of STATEMENTs to cluster them together. The 
name-attribute associates a name to a certain statement. 
User agents may use this name to improve the display of the 
policy to the user in a human readable format. 

A NEGOTIATION-GROUP-DEF element defines an abstract 
pool of alternative usage scenarios. One or several 
statements (identified by the attribute id) code a possible 
usage scenario; the pool membership is expressed by the 
NEGOTIATION-GROUP extension in the statement (attribute 
groupid), which describes relevant parameters of the 
given scenario, such as the benefits for the user. The 
fallback contract can be indicated via the fallback-
attribute of the NEGOTIATION-GROUP-DEF element. The 
standard-attribute indicates which scenario is offered as 
default. 

The following example illustrates the usage: users of a 
website can subscribe to a generic or a personalized 
newsletter (see next page). The generic newsletter will 
contain only unpersonalized information; the personalized 
newsletter includes addressing the subscriber per name and 
promotions targeted towards her interests. Note the 
additional DATA elements to be collected as well as the 
additional PURPOSE. The RECIPIENT and the RETENTION 
time remain unchanged. See [14] for another example about 
negotiating delivery details of physical and digital goods. 

Note that the benefits given in human-readable format need 
to be displayed concisely by the user agent. The example 
above shows that the human-readable privacy policy and 
other information resources on the site must work hand in 
hand with the P3P policy. The exhaustive machine-readable 
coding of the benefits is a remaining challenge – especially 
for multi-dimensional phenomena other than just a reduced 
purchase price. ebXML and its sub-standards, e.g. the Core 
Components Technical Specification by UN/CEFACT by 
the United Nations Centre for Trade Facilitation and 
Electronic Business, may be used as the basis for further 
development [22]. 

 

<POLICY> 
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<EXTENSION optional="no"> <NEGOTIATION-GROUP-DEF 

   id="newsletter" standard="newsletter_personalized" fallback="newsletter_generic" 

   description="Choosing newsletter format" /> </EXTENSION> 
 

<STATEMENT> 

  <EXTENSION optional="no"> <NEGOTIATION-GROUP groupid="newsletter" id="newsletter_generic" 

     description="Generic newsletter without personalization" 

     benefits="You get a standard newsletter and no personal data is collected" /> </EXTENSION> 

  <CONSEQUENCE>We use your email address for sending you our newsletter.</CONSEQUENCE> 

  <RECIPIENT><ours/></RECIPIENT> 

  <PURPOSE><contact/></PURPOSE> 

  <RETENTION><stated-purpose/></RETENTION> 

  <DATA-GROUP><DATA ref="#user.home-info.online.email"/></DATA-GROUP> 

</STATEMENT> 
 

<STATEMENT> 

  <EXTENSION optional="no"> <NEGOTIATION-GROUP groupid="newsletter" id="newsletter_personalized" 

     description="Personalized newsletter, tailored to your personal preferences" 

     benefits="You get a personalized newsletter, promoting only the products you are interested in" /> </EXTENSION> 

  <CONSEQUENCE> We use your email address for sending you a newsletter targeted to your interests. </CONSEQUENCE> 

  <RECIPIENT><ours/></RECIPIENT> 

  <PURPOSE><contact/><individual-decision/></PURPOSE> 

  <RETENTION><stated-purpose/></RETENTION> 

  <DATA-GROUP> 

    <DATA ref="#user.name"/><DATA ref="#user.home-info.online.email"/> 

    <DATA ref="#dynamic.miscdata"><CATEGORIES><preference/></CATEGORIES></DATA> 

  </DATA-GROUP> 

</STATEMENT> 
 

</POLICY> 

Listing 1. Example of an extended P3P policy, including the proposed elements NEGOTIATION-GROUP-DEF and 
NEGOTIATION-GROUP (fragment, XML namespaces omitted) 

Example: Negotiating User Identifiers in Multi-Channel 
Retailing 
In addition to the introductory example of the previous 
section, we want to outline a possible privacy negotiation 
for a multi-channel retailer. The scenario is as follows: The 
service provider wants to address its customers by name 
and offer them special promotions on their birthday 
(supposing that they are in a more lavish mood this day). 
Moreover, users have to choose a login identifier  

Two privacy dimensions can be identified: 

• the user’s name (d1), with the revelation levels: {none (0), 
nickname (N), email (E), first name (F), first name and 
last name (FL)}. 

• the user’s birth date (d2), with the revelation levels: {none 
(0), year (Y), year and month (YM), year and month and 
day (YMD)}. 

Possible negotiation outcomes are depicted in figure 1: 
 d2 / birth date

d1 / name
0 

none 
N 

nickname
E 

email 
F 

first name 
 

FL 
first and 

last name 

0
none

Y
year

YM
year, month

YMD
year, month, day

 

Figure 1. Possible negotiation outcomes as the product of the 
revelation levels on both privacy dimensions 

 

The revelation thresholds are a1
T = none and a2

T = nick-
name. Note that the usage of privacy dimensions allows a 
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unified modelling of personalized usage, pseudonymous 
usage (e.g. a2 = email), and anonymous usage (e.g. a2 = 
nickname). Introducing the thresholds restricts the number 
of possible negotiation outcomes (figure 2) 
 d2 / birth date 

d1 / name
0 

none 
 

N 
nickname 

 

E 
email 

 

F 
first name 

 

FL 
first and 

last name 

0
none

Y
year

YM
year, month

YMD
year, month, day

a2
T: none 

a1
T: nickname 

 

Figure 2. Negotiation outcomes not fulfilling the revelation 
thresholds are removed 

 

The service provider is aware of the users’ general 
preference structure, as defined in (6): the user’s disutility 
increases when moving to the upper right corner, as the 
revelation levels increase. However, the service provider 
ignores the exact positions of the user’s iso-utility curves, 
as those are based on her type α and γ – yet private 
information. 

The service provider develops its strategy: he chooses the 
discounts he will grant to the customer for each of the 
remaining possible contracts, “labelling” them with the R(.) 
function (that maps from Dn to discounts): 
 d2 / birth date 

d1 / name
0 

none 
 

N 
nickname 

 

E 
email 

 

F 
first name 

 

FL 
first and 

last name 

0
none

Y
year

YM
year, month

YMD
year, month, day

  R(.)=0   R(.)=2   R(.)=7   R(.)=10 

  R(.)=3 

  R(.)=3 

  R(.)=7 

  R(.)=5 

  R(.)=5 

  R(.)=7 

  R(.)=7 

  R(.)=8 

  R(.)=11 

  R(.)=10 

  R(.)=11 

  R(.)=15 

 

Figure 3. The service provider’s strategy Dn → ran(R). 
Inefficient contracts are crossed 

 

Based on the discount scheme, one can identify inefficient 
contracts, characterized by revelation levels such that aineff > 
aeff for the same discount. Figure 4 summarize the discounts 
granted by service provider with inefficient contracts 
removed. 

 d2 / birth date

d1 / name
0 

none 
N 

nickname
E 

email 
F 

first name 
 

FL 
first and 

last name 

0
none

Y
year

YM
year, month

YMD
year, month, day

  0   2   7   10 

  3 

  7 

  5 

  8 

  11 

  11 

  15 

 

Figure 4. Discounts R(.) offered for efficient contracts 

 

In parallel, the user can determine her disclosure-induced 
disutility values for the contracts depicted in figure 2. The 
example is based on a user highly concerned about 
revealing detailed birth date information as soon as he must 
provide more than a pseudonymous identifier. 
 d2 / birth date

d1 / name
0 

none 
N 

nickname
E 

email 
F 

first name 
 

FL 
first and 

last name 

0
none

Y
year

YM
year, month

YMD
year, month, day

–1 –2 –5 –6 –8 –11 –14 

 

Figure 5. The user’s preferences: selected iso-utility curves 

 

For each of the possible contracts shown in figure 2, the 
disclose-induced disutility values can be determined. Figure 
6 shows the disutility values UDD, corresponding to the 
user’s gross utility: 
 d2 / birth date

d1 / name
0 

none 
N 

nickname
E 

email 
F 

first name 
 

FL 
first and 

last name 

0
none

Y
year

YM
year, month

YMD
year, month, day

  UDD=0   UDD=-2   UDD=-6   UDD=-7 

  UDD=-1 

  UDD=-1 

  UDD=-2 

  UDD=-5 

  UDD=-5 

  UDD=-5 

  UDD=-7 

  UDD=-8 

  UDD=-9 

  UDD=-10

  UDD=-12

  UDD=-14

 

Figure 6. Translating iso-utility curves into disutility levels for 
each contract (approximate values) 
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The user’s net utility values U(.) for efficient contracts are 
computed as U(.) = UDD(.) + R(.) and will be used for the 
optimization problem stated in (7). 
 d2 / birth date 

d1 / name
0 

none 
 

N 
nickname 

 

E 
email 

 

F 
first name 

 

FL 
first and 

last name 

0
none

Y
year

YM
year, month

YMD
year, month, day

  U(.)=0   U(.)=0   U(.)=1   U(.)=3 

  U(.)=2 

  U(.)=5 

  U(.)=0 

  U(.)=0 

  U(.)=2 

  U(.)=-1  

  U(.)=1 

 

Figure 7. The user’s net utility values U(a) 

 

Users with preferences as outlined will choose the contract 
(N, YMD), as it is the contract with maximum positive 
utility value (U((N, YMD)) = 5). While revealing birth date 
at the most detailed level, only pseudonymous data is 
revealed on the name dimension. Users with other 
preferences, for example with less reluctance to divulge 
identifying names, may choose other contracts.  

The service provider codes the contracts and the rebate 
structure shown in figure 4 in a P3P policy using the 
extensions defined at the beginning of this section. The 
customer’s user agent fetches the policy and serves as a 
negotiation support system, displaying possible alternatives 
(a human-readable communication of the data handling 
practices as coded in the statements along with negotiation 
benefits) from which the user can choose one. 

We have integrated basic negotiation support into the 
Mozilla Web browser, thence extending its P3P support: a 
site’s privacy policy can be accessed via the “Policy”, 
“Summary” and “Options” buttons in the “Page Info” 
dialog, directly available from the status bar. Extending the 
chrome components, we have added a “Negotiate” button: a 
modal dialog is opened, summarizing the negotiable 
privacy dimensions (di) and the possible realizations (ai) 
with drop-down menus. The implementation relies on XUL 
and JavaScript, uses the Mozilla APIs and integrates 
seamlessly into the user agent. As the proposed extension to 
P3P is not restricted to a specific privacy dimensions, 
neither is the implementation. Any privacy dimension can 
be negotiated as long it can be expressed using the P3P data 
scheme. A more sophisticated support relying on an 
improved XML Schema Definition of our extensions for 
privacy negotiations is currently under development and 
will be available by spring 2006 approximately. Installation 
features will be included to allow easy deployment on 
multiple devices. 

CONCLUSION AND FURTHER WORK 
This paper has presented the necessity of negotiation about 
privacy principles in a relationship between service 
provider and customer. Negotiating allows a better 
matching between the seller’s needs and the buyer’s 
disclosure restraint and helps to reduce the trade-off 
between personalization and privacy. Modelling the user’s 
individual utility maximization can take into account the 
multi-dimensionality of privacy; the service provider may 
wish to reduce the negotiation space in a way that suits the 
given business scenario. The incremental revelation of data 
by the user can be strategically reduced to a choice from a 
set of alternatives. Using the extension mechanism of P3P, 
there is no limitation in coding these alternatives even for 
complex cases involving diverse privacy dimensions: We 
proposed two new elements that follow the structure of the 
current P3P 1.1 grouping mechanisms and allow software-
supported negotiations in E-Commerce. Software support 
of the extension was added to the Mozilla browser, 
integrating privacy negotiations seamlessly into the user 
agent. 

Future work will focus on the practical implementation of 
privacy negotiation techniques on large scale public 
websites. We are currently investigating which user 
interface design best fulfils the usability requirements and 
how negotiable privacy dimensions are best visualized. 
Moreover, a taxonomy should be developed to allow a 
machine-readable coding of the user’s benefits for a 
negotiation alternative. A remaining question is whether 
users feel more concerned about their privacy when an 
explicit negotiation process is started. This increasing 
sensitivity could make take-it-or-leave-it offers more 
favourable for the service provider.  
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ABSTRACT* 
To provide users with tailored services, personalized 
systems need considerable amounts of personal data. Users 
are however often reluctant to divulge those data due to 
privacy concerns. We conducted an experiment with a 
traditionally designed web store and one in which the 
privacy practices of the website and users’ benefits from 
providing their personal data are clearly explained in a 
contextualized manner. We found that subjects in the 
second condition were significantly more willing to share 
personal data with the website, rated the perceived benefit 
resulting from data disclosure significantly higher, and also 
made considerably more purchases.  

Keywords 
Privacy disclosure, personalization, user benefit, trust, 
recommendation, perceived quality, adoption, purchases 

A DESIGN PATTERN FOR WEBSITES THAT COLLECT 
PERSONAL DATA 
To adequately address privacy concerns of users of 
personalized websites, we investigate web design patterns 
that communicate a site’s privacy practices both at a global 
and a local (contextualized) level. Design patterns 
constitute descriptions of best practices within a given 
design domain based on research and application 
experience [8]. They give designers guidelines for the 
efficient and effective design of user interfaces. 
Fig. 1 shows the application of the proposed interface 
design pattern to a web bookstore that offers personalized 
services. The top three links in the left-hand frame lead to 
the global disclosures: privacy, personalization benefits, 
and security. The main frame contains input fields and 
checkboxes for entering personal data. Each of them is 
accompanied by a contextualized explanation of the site’s 
privacy practices regarding the respective personal data 

                                                             
* This paper is a brief summary of [5]. Early results from a second 

experiment have been added. This work has been carried out 
while the second author was affiliated with the Institute of 
Information Systems at Humboldt University, Berlin, Germany. 
The research and the preparation of this paper have been 
supported through NSF grant IIS 0308277, a Trans-Coop grant 
and a Research Prize of the Alexander von Humboldt 
Foundation. 

(which focuses specifically on usage purposes), and the 
personalized services that these data afford. 

A COMPARATIVE EXPERIMENT 
We developed a mock book recommendation and sales 
website whose interface suggests a future version of a well-
known online bookstore. The web forms ask a broad range 
of questions relating to users’ interests (32 questions with 
66 meaningful answer options). A few sensitive questions 
on political interests, religious interests and adherence, 
literary sexual preferences, and interest in certain medical 
subareas (including venereal diseases) are also present.  
Two variants of this system were created, one without 
contextual explanations of privacy practices and 
personalization benefits (“-expl”), and one with such 
explanations present (“+expl”). Figure 1 shows an excerpt 
of the second variant, translated from German into English. 
A between-subjects experiment was carried out to verify 
the hypothesis that condition +expl would prompt users to 
answer more questions. Subjects were told that they would 
test an experimental new version of the online bookstore 
with an intelligent book recommendation engine inside. 
They were instructed that they could buy one of the 
recommended books at the end of the experiment at a high 
discount, and advised that the more and the better data they 
provided, the better would be the personalized book 
selection. They were also warned that their data would be 
given to the book retailer after the experiment, but that they 
were not required to answer any question. 
After nine pages of data entry, fifty predetermined and 
invariant books were displayed that had been selected 
based on their low price and their presumable attractive-
ness for students (book topics include popular fiction, 
politics, tourism, and sex and health advisories). The prices 
of all books are visibly marked down by 70%. Users were 
free to choose whether or not to buy one single book. Those 
who did were asked for their address and payment data, 
whose veracity was verified after the experiment. 

RESULTS AND THEIR INTERPRETATION 
Subjects in condition +expl answered 8% more questions 
(p<.001), gave 20% more answers (p<.001), and decided 
33% more often to buy a book (p<0.07). They also showed 
a 19% higher agreement to the statement that “The data 
allowed the store to select better books for me” (p<.035).  
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Figure 1: Global and contextual communication of privacy practices and personalization benefits 

 

 

These results can be best explained by assuming that the 
treatment affected factors that are known to increase users’ 
trust in web-based systems. In condition “+expl”, users’ 
better understanding of the website’s privacy practices and 
of the contribution of disclosed data to resulting 
personalization benefits is likely to have increased users’ 
trust and alleviated their privacy concerns. This in turn lead 
to more disclosure of personal data (for related survey-
based results, see e.g. [1, 4, 6, 9]). 
The decision to buy a book was a significant step in our 
experiment since at this point users revealed personally 
identifiable information and accepted that earlier 
pseudonymous information can be linked to their identities. 
It seems that the increased trust of users in condition 
“+expl” due contextualized privacy disclosure may have 
contributed to more users opting to risk this move. 
Other factors besides the one that was systematically varied 
in this experiment may also play a role in users’ data 
disclosure behavior but were kept constant. These include 
the reputation of the website, the stringency of the 
website’s data handling practices, the permanent visibility 
of contextual explanations, and the presence of a reference 
to the website’s full privacy policy that may be required for 
legal reasons. 
As far as reputation is concerned, we chose a web store that 
enjoys a relatively high reputation in Germany (we 
conducted a pre-test that confirmed this). Survey based 

studies  (e.g. [2, 3, 7]) have shown that higher reputation 
increases users’ willingness to share personal data with a 
website. In a more recent version of the experiment we 
therefore changed the name and logo of the website to ones 
that had received a medium reputation rating in the pre-test. 
We found similar effects of condition “+expl” for the 
medium-reputation website also, but with lower figures for 
data disclosure and purchases in both conditions. There was 
no interaction between reputation and form of disclosure. 
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ABSTRACT
In this extended abstract we consider the provision of opt-in 
and opt-out choices on the Internet.  Specifically, we study 
two features of opt-in and opt-out choices – the phrasing of the 
choice statement and the initial default status.  Through a series of 
experiments we found that consumer choices of whether to receive 
future newsletters and promotions are affected by how the choice 
statements are presented.  This implies that technology could play 
a more important role in privacy management and personalization.
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opt-out.
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forms, direct manipulation)

“Spam has become the organized crime of the Internet,”
said Barry Shein, president of the World, one of the original 
Internet service providers, in a New York Times Magazine 
article. With the increasing popularity of this “crime” in the 
world of rapidly advancing telecommunications and data 
storage prowess, one of the issues rampant in this epidemic 
pertains to the elicitation of consumers’ permission via opt-
in or opt-out. 

In general, opt-in describes the idea that information use 
(including the sending of spam) should not transpire unless 
consumers affirmatively permits firms to do so, whereas 
opt-out refers to the opposite case in which consumers need 
to explicitly disapprove the use of their personal 
information (i.e., by default firms are allowed to cultivate
any collected consumer information).  These two actions 
may serve a similar purpose – they both allow people to 
indicate if firms are free to use their information.  However, 
intensive debates and hullabaloo have been raised in 
support of opt-in versus opt-out.  For example, many 
privacy advocates espouse that opt-in would generate a 
more usable list for marketers and provide greater privacy 
protection to consumers; yet, others have argued that both 
opt-in and opt-out supply consumers with equal amount of 
rights since it is consumers alone who make the final and 
binding determination about data use.  Various regulatory 
and industry associations have also expressed opposing 

attitudes.  For example, the European Union Data Directive 
95/46/EC endorses opt-in, whereas the U.S. Direct 
Marketing Association (DMA) recommends opt-out.

Since opt-in and opt-out serve the same functional purpose, 
it is interesting to find out if they indeed make any 
substantive difference in terms of arousing consumer 
participation.  Currently, most opt-in and opt-out choices on 
the Internet are composed by two different types of 
phrasings (positive phrasing, e.g., “please send me 
newsletters”, versus negative phrasing, e.g., “please do not 
send me newsletters”), and two types of default status (pre-
checked selection versus unchecked selection).  These 
different design elements together yield the following two 
sets of opt-in and opt-out statements:

Opt-in
Please send me newsletters and other information. 

Please do not send me newsletters and other information. 

Opt-out
Please send me newsletters and other information. 

Please do not send me newsletters and other information. 

Figure 1. Opt-in vs. Opt-out Mechanisms

We conducted a series of laboratory experiments to verify 
consumers’ responses to the above four configurations, 
holding all other factors (website nature, design, 
registration task, etc.) constant.  Perhaps not surprisingly, 
we found some systematic discrepancies in consumer 
participation (i.e., choosing to receive the newsletters and 
other information) across the four statements.  Specifically, 
the two opt-out statements, which enhance the status quo of 
the initial disposition of the “transaction”, were able to 
consistently solicit more participations than the two opt-in 
statements. On average, they garnered about 25-30% more 
participations than the two opt-in statements.

At a first glance, this result may seem to suggest that the 
debate of opt-in and opt-out choices is well justified, and 
there may be a need for detailed impact analysis by policy 

42



researchers or governments.  However, we also found a 
more encouraging result – people who were more 
concerned about privacy tended to show lesser discrepancy 
across the opt-in and opt-out statements.  In other words, as 
long as consumer awareness toward privacy is enhanced, 
whether an online firm implements opt-in or opt-out for its 
solicitations may not matter much.  Given the trend that 
people are increasingly savvy about privacy (e.g., [2]), the 
current efforts of resolving the opt-in and opt-out debate 
may just be tackling a problem that would gradually 
become non-existent in the near future.  

Our findings also provide some implications on privacy 
management and personalization.  Given that people may 
inadvertently be affected by trivial website design choices 
(e.g., phrasing and defaults), there is a role for technology –
privacy management platforms or tools (e.g., P3P or 
standards alike) could seamlessly “digest” and re-configure
choice statements or registration options for consumers so 
that they can automatically see a view that they are more 
accustomed to.  This helps lower their cognitive burdens 
and may lead to more informed and hence more optimal 
and satisfied choices.  Governments should welcome such a 
software solution too, as it facilitates market autonomy and
at the same time allows consumers and firms to reach 
mutually acceptable agreements.  

Overall, it is our belief that in many current privacy 
debates, such as opt-in vis-à-vis opt-out, the extent of spam 
regulation (e.g., [1]), or the right to employ consumer data
for federal investigations (see, e.g., the recent dispute of 
Google against the U.S. Department of Justice), technology
and especially privacy-enhanced personalization technology
could play a bigger role in aligning the interests of 
consumers, firms, and governments, and it could potentially 
reduce the social costs that we currently incur in tackling 
these privacy issues through public policy.  Clearly, there is 
a need to extend the impact of technology in privacy 
management.

Reference:
[1] Hann, I.H., K.L. Hui, T.S.Y. Lee and I.P.L. Png 
“Consumer Privacy and Marketing Avoidance,” University 
of Southern California and National University of 
Singapore.  [Available at http://ssrn.com/abstract=690002]

Harris Poll (2003) “Most People Are "Privacy Pragmatists" 
Who, While Concerned about Privacy, Will Sometimes 
Trade It Off for Other Benefits.” [Available at 
http://www.harrisinteractive.com/harris_poll/index.asp?PID
=365]
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ABSTRACT 
Since personalized systems collect and utilize personal data 
to individualize their interactions with each user, privacy 
issues arise. Prior research has studied impacts of users’ 
privacy preferences on personalized systems. In this paper, 
we focus on legal privacy requirements such as privacy 
laws and regulations. We surveyed over 40 international 
privacy laws and discuss how they might influence the 
internal operations of personalized systems. 
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INTRODUCTION 
Web personalization has been shown to be advantageous 
for both online customers and vendors [9, 14]. However, 
personalization benefits are counteracted by privacy con-
cerns [5, 8, 10, 16]. Teltzrow and Kobsa [16] studied the 
impacts of users’ privacy preferences on personalized 
systems based on an analysis of more than 30 consumer 
surveys.  

Since personalized systems collect personal data, they are 
also subject to privacy laws and regulations if the respective 
individuals are in principle identifiable. Kobsa [13] pointed 
out that if privacy laws apply to a personalized website, 
they often not only affect the data that are collected by the 
website and the way in which data is transferred (e.g., to 
which party), but also the methods that may be used for 
processing them.  

LEGAL PRIVACY REQUIREMENTS 
Privacy laws and regulations usually lay out both 
organizational and technical requirements for information 
systems that store and/or process personal data, in order to 
ensure the protection of these data. Those requirements 
include, but are not limited to, proper data acquisition, 
notification about the purpose of use, permissible data 
transfer (e.g., to third parties and/or across national borders) 
and permissible data processing (e.g., organization, 
modification and destruction). Other requirements specify 
user opt-ins (e.g., asking for their consent before collecting 
their data), opt-out (e.g., of data collection and/or data 
processing) and user inquiries (e.g., regarding what 

personal information was collected and how it was 
processed and used). Others establish adequate security 
mechanisms (e.g., access control for personal data), and the 
supervision and audit of personal data processing.   

We extended our previous review of international privacy 
laws conducted in 2002 [1] to include more recent laws 
(such as the South Africa Electronic Communications and 
Transactions Act 2002 [15], the EU Directive 2002/58/EC 
[7], the German Federal Data Protection Act 2002 [3], and 
the Japanese Personal Information Protection Act 2003 
[11]). Privacy legislation and enforcement are on the way in 
several other countries (such as Brazil, China, Colombia, 
Malaysia, Russia and Singapore).  

IMPACTS OF LEGAL PRIVACY REQUIREMENTS 
In our new survey of over 40 international privacy laws 
[17], we identified several ways in which legal privacy 
provisions might specifically affect personalized systems:  

1. Value-added (e.g. personalized) services based on 
traffic or location data require the anonymization of 
such data or the user's consent [7]. This clause clearly 
requires the user’s consent for any personalization based 
on interaction logs if the user can be identified. 

2. Users must be able to withdraw their consent to the 
processing of traffic and location data at any time [7]. 
In a strict interpretation, this stipulation requires person-
alized systems to honor requests for the termination of 
all traffic or location based personalization immediately, 
i.e., even during the current service. A case can proba-
bly be made based on HCI principles that users should 
be allowed to undo their decisions, and that they should 
be able to make such decisions not only globally but 
also with respect to individual aspects of traffic or 
location based personalization. 

3. The personalized service provider must inform the user 
of the type of data which will be processed, of the 
purposes and duration of the processing and whether 
the data will be transmitted to a third party, prior to 
obtaining her consent [7]. There are two notes to be 
made about this requirement. First, most privacy laws 
currently only stipulate that service providers shall store 
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and/or process personal data to the extent that this is 
necessary for the stated purpose. In contrast, the above 
provision is more restrictive in that it demands the 
service provider to explicitly disclose how long the data 
will be processed (“extensions” are presumably possible, 
but only with the renewed consent of the user). Second, 
with regard to the purpose of data processing, it is fairly 
difficult for personalized service providers to articulate 
beforehand the particular personalized services they 
would provide because the common practice of 
personalized systems is to collect as much data as 
possible, lay them in stock, and process them 
accordingly as new service ideas pop up. 

4. Personal data that were obtained for different purposes 
may not be grouped [2]. Profiles retrievable under 
pseudonyms shall not be combined with data relating to 
the bearer of the pseudonym [4]. These limitations 
would impact centralized User Modeling Servers 
(UMS) [12] which store user information from, and 
supply the data to different personalized applications. 
For example, an UMS may not return data collected for 
a different purpose to requesting personalized applica-
tions, nor heterogeneously identifiable data (where one 
part of the data is user-identifiable but not the other).  

5. Usage data must be erased immediately after each 
session except for very limited purposes [4]. This 
specification could affect the use of machine learning 
methods (as a means of deriving additional assumptions 
about users) when the learning takes place over several 
sessions.  

6. The processing of personal data that is intended to 
appraise the user's personality, including his abilities, 
performance or conduct, is subject to examination prior 
to the beginning of processing (“prior checking”) [3]. 
No fully automated individual decisions are allowed 
that produce legal effects concerning the data subject or 
significantly affect him and which are based solely on 
automated processing of data intended to evaluate 
certain personal aspects relating to him, such as his 
performance at work, creditworthiness, reliability, 
conduct, etc [6]. These provisions could affects, for 
example, personalized tutoring applications if they 
assign scores to users that significantly affect them.  

DISCUSSION 
We found that the privacy laws that impact personalized 
systems most are the EU Directive 2002/58/EC concerning 
the Processing of Personal Data and the Protection of 
Privacy in the Electronic Communications Sector, and the 
German Teleservices Data Protection Act. The reason is 
that these laws are particularly geared towards electronic 
communications while other privacy laws and regulations 
have a much broader scope. More countries are currently 
drafting such specific privacy laws to regulate telecommu-
nication, teleservices, e-commerce, or the use of RFID tags. 

CONCLUSION 
There is a worldwide trend in developing and adopting 
privacy laws and regulations. As with users privacy prefer-
ences, these legal privacy requirements have profound 
impacts on personalized systems. All involved stakeholders 
of personalized services need to work together to carefully 
analyze the impacts of applicable privacy laws and regula-
tions and to take those impacts into considerations in the 
design and deployment of personalized systems.  
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As electronic channels to the customer (intelligent 
shelves, E-Commerce) are ideally suited to better 
comprehend customers' price sensitivity, communicate 
pricing policies and adjust prices regularly marketers 
are eager to charge people differently for the same 
product and according to their willingness to pay. This 
practice implies that not all customers are treated 
equally. Fairness concerns and privacy issues arise. In 
fact, when Amazon.com trialed this type of practice it 
encountered strong customer backlash. Despite this 
negative experience, this paper challenges the common 
notion that personalized prices are generally perceived 
as unfair and shows ways on how online channels may 
be used to raise fairness perceptions. An extensive 
overview of the pricing and fairness literature from 
economics is given. Furthermore, empirical results from 
an experiment with 160 subjects are presented.

1. Introduction

In September 2000 Amazon.com introduced a 
differential pricing structure that would use personal 
buyer profiles to charge individual customers different 
prices for the same DVD titles. Amazon’s customers met 
this practice with extreme displeasure over the site’s 
unfair treatment of its loyal customer base. In fact, 
backlash to this first attempt to use first-degree price 
discrimination in an E-Commerce site was so strong that 
Amazon had to stop its practice shortly afterwards. Since 
then, E-Commerce sites seem to have carefully abstained 
from charging people different prices for the same 
product. And if they do so, they usually employ pricing 
mechanisms such as auctions or reverse pricing that have 
proven acceptable in the offline world. 

Yet, is individual price discrimination really an 
impossibility? After all, E-Commerce sites and other 
electronic sales channels (such as smart shelves or 
mobile offerings) entail the opportunity to change prices 
regularly and much more frequently than is the case in 

today’s regular sales channels. No extra cost is entailed 
due to cost intensive manual price labeling. And 
controlling the complexity of price changes can be 
handled by merchandise management systems. 
Moreover, E-Commerce sites constantly collect customer 
interest profiles and buying data that allow for 
understanding individual price sensitivity. Shall this head 
start in terms of customer access and knowledge be 
foregone for the pricing discipline due to fairness 
concerns? And how do customers really think about 
individually differentiated prices? Is it sensible to build 
algorithms for this purpose? And under what conditions 
may E-Commerce sites indeed win customer consent? 
These are questions frequently asked by E-Commerce 
players today. 

The aim of this article is to address these questions by 
first giving an overview of findings from the marketing 
and economics literature on this subject and then present 
findings form a survey-based experiment conducted in 
this context among 160 students at Humboldt University 
Berlin, Germany. The focus of the experiment was to 
learn more about how negatively people really perceive 
individual price differentiation without self-selection and 
how they intend to react to it. Is this reaction a function 
of the absolute amount that one has to pay more or less 
for a product? Or is it a reaction due to a general 
underlying fairness perception as suggested by marketing 
literature? and how can fairness perception for price 
differences be raised in an E-Commerce channel? 

The article starts out in section 2 with an overview of 
some major findings on individual price discrimination in 
the marketing and economics literature. Section 3 then 
presents the structure and methodology employed for our 
own survey carried out in summer 2004. Section 4 
reports on the results obtained. Section 5 concludes and 
ends with some proposals for potential future research in 
this field.
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2. Price Differentiation and Fairness in 
Economic Literature 

Price differentiation of consumer goods and services is a 
subject investigated in marketing [1-4], economics [5, 6]
and E-Commerce [7] for quite some time. Different types 
of price differentiation can be discerned according to 
whether buyers can actively influence price fixing. 
Influencing price fixing is referred to as price 
differentiation with self-selection. This stands in contrast 
to price differentiation without self-selection [7].

2.1. Fairness of price differentiation with self-
selection

Buyers may have different price conditions for the same 
product due to varying times of order placement (e.g. late 
bookers in travel) or different levels of search cost 
incurred in different sales channels (e.g. special hotel 
rates for online bookers). However, as long as all 
customers have the same access to better prices and it is 
only the individually chosen purchase process by which 
conditions are determined, this type of price 
differentiation was shown to be perceived as fair by 
consumers. It meets peoples’ perception of procedural 
justice [1, 6].

Buyers may also influence price levels by purchasing 
different volumes of the same good. As a result, one may 
pay more than another. This seems to be equally 
accepted due to the notion of distributive justice stating 
that „a man‘s rewards in exchange with others should be 
proportional to his investments“ [8]. Allocation of 
rewards on the basis of individual contributions to an 
exchange relationship is therefore perceived as fair.

2.2. Fairness of price differentiation without 
self-selection

Another type of price discrimination occurs when people 
can not influence price fixing through their actions. 
Instead, their belonging to a specific group of society, 
e.g. students or seniors, determines their access to 
specific price conditions. Again a perception of fairness 
has been proven among buyers, because the pricing
procedure is determined by society norms and behaviors 
[1]. Even though one cannot change one’s affiliation to a 
group, charging schemes of this type often adhere to 
grouping variables such as age or status that anyone has 
access to at some point during lifetime.

A more critical way of price differentiation is when 
people receive individual prices due to individual traits. 
The beautiful woman who gets access to an evening 
event for free while other woman or men have to pay is 
an example for this. Or, when a marketer has knowledge 
about customers’ willingness to pay and uses it to charge 
them the maximum price he knows they will afford (so 
called first-degree price discrimination [9]). 

2.2.1. Equity Theory

Some research exists on fairness perceptions of 
individual price discrimination without self-selection. 
Generally, the literature tends to argue that consumers 
perceive individual pricing as unfair. One main theory 
underpinning this argument is equity theory [1, 10, 11]. 
Equity theory posits that individuals who are similar to 
one another gauge fairness (or equity) of an exchange by 
comparing the ratios of their contributions to that of 
others in their peer or reference group. If the ratios are 
not equal they will quit buying at a company. 

Leaving an exchange relationship is, however, only one
strategy people were shown to pursue. Another one 
according to Martins [10] is to change one’s reference or 
peer group. People want to reduce the “social tension”
they perceive in unequal situations by moving 
relationships back towards an equitable position. One 
way to do so is to redefine one’s reference group. Giving 
customers an explanation as to why they are charged 
differently than someone initially perceived as a peer 
may therefore support them in re-defining their peer 
group. For example, when a company charges a peer 
group of students different prices for the same product, 
students may initially perceive unfairness in the way they 
are treated. However, if the marketer shifts this initial 
perception by defining new reference groups for the 
apparently deceived he may actually be able to restore 
his image with the students. Examples for this type of 
new reference group building may be to distinguish loyal 
from unloyal customers, first-time buyers from later 
buyers, poor income people from higher income people, 
etc.. Electronic Commerce websites are ideally suited to 
carry this type of information about reference groups. 
We could therefore hypothesize that if EC websites were 
able to communicate reference groups from which a 
customer feels different they can improve fairness 
perceptions of individually differentiated prices.  For 
example, a website could inform a customer A about the 
existence of a loyalty scheme. If customer A is not part 
of the loyalty scheme (feels different) and therefore has 
to pay more, he may in fact perceive the price as fair. 
Equally, it may be possible to tell a customer B that he is 
not receiving the same pricing scheme than customer C, 
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because customer C is much more interested in the book 
than he is and therefore has to pay more (or has to pay 
less?).

No research is known to the author of this paper into this 
phenomenon of price fairness perception in relation to 
others. Nor is there any insight into the potential of EC 
channels to succesfully communicate this type of 
practice. In section 4.2. I will therefore present some first 
findings into what it means to differentiate prices without 
explanation and what effect reference group definition 
has on fairness perception. Moreover, I will comment on 
the level of detail EC websites should give their 
customers on how reference groups are formed.

2.2.2. Dual Entitlement

Another theory looking into the pricing perception 
among consumers is the theory of Dual Entitlement 
proposed by Kahneman et al. [5]. The principle of dual 
entitlement builds on equity theory and suggests that 
fairness perceptions depend on reference transactions. 
Buyers and sellers believe that they are entitled to a 
reference price and reference profit respectively. 
Specifically, dual entitlement suggests that perceived 
unfairness results when a reference price is increased 
such that a firm increases its profit, but an increased 
price is perceived as fair when it maintains the firm’s 
existing level of profit. With this, the theory suggests that 
people reflect on marketer motives and marketer 
reputation when they judge on the fairness of pricing 
policies [2]. In section 4.2. of this article some results 
will be reported on the fairness judgment of different 
loyalty schemes leading do different profit levels for 
companies.

3. Method

A paper and pencil questionnaire was filled out by 160 
undergraduate students for course credit at the Institute 
of Information Systems in summer 2004. 88 female and 
72 male students were among the respondents. Average 
age in the sample was 24. 

The main part of the questionnaire dealt with a scenario 
depicted to the subjects as follows: “Imagine you are 
buying a book (e.g. Harry Potter) at a big well-known 
book store in your town. The book costs you € 24. Soon 
afterwards you learn that a friend of yours (also a 
student) has bought the same book, from the very same 
book store around the same time. However, he has only 
paid € 22,80. Other people confirm that they also 
observed that the book store charges different prices for 
the same books.”

Following this scenario description the respondents had 
to answer five questions on their acceptance of this price 
differentiation. Acceptance was measured in terms of 
spontaneous anger about the price difference, willingness 
to continue buying at the store and trust in the store 
(Table 1). Furthermore, subjects were told that the store 
would maintain a website with an explanation for the 
price difference. The explanations rated by the students 
as to their fairness included: giving discounts to poor 
income buyers, giving discounts to first-time buyers, 
charging people their maximum willingness to pay, 
charging people 5% less than their maximum willingness 
to pay or offering loyal customers a discount. The 
alternative to giving these explanations was to give no 
explanation about the pricing mechanism at all (Table 2).

Table 1.  Median (Me) and Average (μ) acceptance 
of price discrimination

Me

μ

G1/

+5%

G2/

-5%

G3/

+3%

G4/

-10%

G5/

+10%

All

N 39 17 36 36 32 160

Q1: “I am annoyed 
(angry) about the 
price difference!“

4.00

3.62

1.00

1.76

3.00

2.97

1.00

1.39

4.00

3.81

3.00

2.81

(1=no, 2=little, 3=middle, 4=rather, 5=very)

Q2: „ I will continue 
buying in the store!“

3.00

2.87

3.00

3.41

3.00

2.92

3.00

3.14

3.00

2.91

3.00

3.01

Q3: „My trust in the 
shop is considerably 
lower.“

2.00

2.59

2.00

2.71

3.00

2.75

2.00

2.39

2.00

2.56

2.00

2.59

Q4: „ I will critically 
question the pricing 
policies of this shop 
in the future!“

4.00

3.51

4.00

3.41

4.00

3.61

4.00

3.69

4.00

4.00

4.00

3.66

(1=not at all, 2=probably not, 3=perhaps, 4=probably, 5=for sure)

Most importantly, the questionnaire was distributed in 
five different versions varying in one respect: the 
discount experienced by a student in the purchase 
scenario. 3 groups (treatments) of students (G1, G3, G4) 
were told that they should image to have paid 3%, 5% or 
10% more for a Harry Potter book than a peer. And 2 
groups (G2, G5) were told that they should image to 
have paid 5% or 10% less than a peer. The price 
differences were described in absolute terms.
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Table 2: Median (Me) and Average (μ) price policy 
fairness perception 

Me

μ

G1/

+5%

G2/

-5%

G3/

+3%

G4/

+10%

G5/

-10%

All

N 39 17 36 36 32 160

Q5: No explanation 3.00

2.95

3.00

2.71

3.00

3.06

4.00

3.39

3.00

3.22

3.00

3.10

Q6: Reduction to 
poor income 
consumers

5.00

4.82

4.00

4.41

5.00

4.53

5.00

4.58

4.00

4.41

5.00

4.58

Q7: Reductions to 
first-time buyers

5.00

4.74

5.00

4.76

5.00

4.47

5.00

4.67

5.00

5.03

5.00

4.73

Q8: Maximum price 
a consumer is 
willing to pay

3.00

2.66

3.00

2.53

3.00

3.00

2.00

2.86

3.00

2.72

3.00

2.78

Q9: 5% less than 
the maximum price 
a consumer is 
willing to pay 

3.00

3.18

3.00

3.12

4.00

3.75

4.00

3.53

4.00

3.66

4.00

3.48

Q10: Loyal 
customers discount

5.00

5.39

5.00

5.12

5.00

5.44

6.00

4.47

6.00

5.59

6.00

5.43

Q11: 5% discount to 
those who bought 
more than 10 times

5.00

5.13

5.00

5.06

5.00

5.28

5.00

5.14

5.00

5.19

5.00

5.17

Q12: 5% discount 
for loyal customers; 
store 3% more profit

5.00

5.00

5.00

4.76

5.00

5.17

5.00

4.69

5.00

4.97

5.00

4.94

Q13: 5% discount 
for loyal customers; 
store 7% more profit

5.00

4.95

5.00

4.81

5.00

4.89

5.00

4.50

5.00

4.97

5.00

4.82

(1=not at all fair, 2=unfair, 3=rather unfair, 4=middle rate, 
5=pretty fair, 6=fair, 7=very fair)

4. Results

4.1. Acceptance of Price Differentiation

Challenging the view of some of the literature discussed 
above, subjects do not state that price differentiation will 
probably or for sure lead lead them away from the store. 
Instead, they view continuation of business on a middle 
ground (Me = 3.0). The median of Me = 3.0 of Q2 
(perhaps continue to buy) and perfect normal distribution 
of responses to this question suggest that stores do not 
have to be outright afraid of immediate customer loss due 
to individual price differentiation (Figure 1). This result 
is reinforced when comparing the distributions of 
continue-to-buy intentions for two extreme treatments 
paying either 10% more (Me = 3.0) or 10% less (Me = 
3.0) for the same book. No statistically significant 
difference can be observed (2 = 0.177, p > 0.5) between 
these two extreme groups even though one would have 
expected according to equity theory that those who pay 

10% more than their peers are less willing to continue 
buying. 

The findings are further supported by subjects’ rating of 
subsequent trust in the shop. On average, respondents 
state that their trust is probably not considerably lower 
(Me = 2.0). And again answer distribution for those who 
paid more and those who paid less are not significantly 
different (2 = 0.160, p > 0.5).
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Mean = 3,01
Std. Dev. = 0,872
N = 160

I will continue to buy in the store!

Figure 1

Finally, a question asked neutrally at the very beginning 
of the questionnaire before describing any scenario was: 
“To what extend do you agree with the following 
statement? : In my opinion, every seller can ask for the 
product price that a customer is willing to pay, even if this 
leads one customer to pay more than another customer.” 
Figure 2 visualizes the answering pattern enforcing the 
notion that price differentiation is not viewed as negative 
as we have always believed (1=do not at all agree, 7=do 
totally agree). 47% of respondets agree with such a 
pricing practice, 14% are undecided and only 39% 
dismiss it for sure.

Do these findings challenge the literature? And do they 
imply that marketers can go for individual price 
discrimination more than they thought they could? The 
data suggests that regardless of privilege or 
discrimination all subjects state that they will probably 
critically watch the pricing policies of the shop in the 
future (Me = 4.0). Furthermore, those who paid more are 
significantly more annoyed about the price difference 
than those who paid less (2 = 0.000, p > 0.5). This anger 
shows a middle correlation with trust (r = .29), critical 
questioning (r = .34) or buying continuation (r = .36). It 
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should therefore be considered by marketers.  Yet, on the 
overall, the results indicate that there may be more room 
for individual price discrimination than theory suggests. 
Consequently, more research is required to understand 
why there is so much acceptance of price differentiation 
regardless of the condition in which one finds him or 
herself.
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Mean = 3,98
Std. Dev. = 1,697
N = 161

"In my opinion, every seller can ask for product price that a 
customer is willing to pay, even if this leads some customers 

to pay more than other customers."

Figure 2

4.2. Influencing Fairness Perceptions

As noted above, Electronic Commerce websites have the 
unique capability to provide customers with extensive 
information on pricing policies and how customers are 
served. In the Amazon case there was no information 
available to customers on how and why prices were 
different. For the purpose of the current study, subjects 
received the following information: “Because you are 
curious to learn why you paid more (less) than your 
friend, you look for an explanation on the public website 
of the bookstore. You find the following text: In order to 
determine our product prices we employ an automatic 
pricing system that aims at always calculating the best 
price for you. This implies that sometimes prices are 
different for different people.” On the background of this 
website text, which basically gives no explanation on 
how the pricing system really works, subjects were asked 
to rate the fairness of the company’s pricing policy. For 
subsequent questions, the website text was then enriched 
by additional information on how the pricing system 
actually works. Here, different reference groups were 
introduced as explanatory for the price difference and 
different levels of detail were distinguished. Tabe 2 gives 
an overview of the median perceptions of fairness.

Regardless of the condition in which subjects were in, 
perception of fairness was mostly identical. This is in 
line with the fairness literature that identifies underlying 
constructs such as distributive or procedural justice for 
causing homogenous judgements beyond specific 
conditions [8]. The most prevalent finding is that giving 
no concrete explanation for price differences (Q5) is 
perceived as a rather unfair marketer practice (Me = 3.0). 
In terms of unfairness it is only topped by the blunt 
explanation that people are charged according to their 
maximum willingness to pay (Q 8). The average fairness 
perception for giving no explanation is μ = 3.1 (rather 
unfair) while the average fairnss perception of charging 
customers a maximum is μ = 2.78. This difference is 
statistically significant (Wilcoxon z = 2.69, p = 0.007) 
suggesting that being frank about maximum charging is 
even worse than leaving customers in the dark.

A considerable increase in fairness perception can be 
achieved by changing peoples’ reference group focus. 
Thus, even though all participating student subjects were 
asked to think about other students (their peer group) 
when receiving better (or worse) conditions, the re-
definition of peers with the help of website explanations 
raised fairness perceptions to a level that price 
differentiation was then seen as (pretty) fair (Me = 5.00 
for Q6/more or less loyal customers, Q7/first- or later 
time buyers, Q8/poor or more rich students). Thus, 
helping people to understand why they are different from 
others and then charge them accordingly seems to be 
accepted; accepted independently of whether someone is 
in the situation to pay more or less (see Table 2). 
Obviously, it is arguable though whether procedural 
justice could not be more at work here than reference 
group definition. Potentially, the two theories are 
intertwined with each other in the sense that reference 
group definition must be done according to the social or 
behavioural norms underlying procedural justice.

Another interesting finding is the comparison between 
fairness perceptions when different levels of detail are 
provided. In Q10 subjects were generally informed that 
customer loyalty was recognized in the pricing 
procedure. On average subjects perceived loyalty scheme 
charging as pretty fair (μ = 5.43). In Q11 subjects were 
informed that people having bought 10 times in the store 
would receive a 5% discount on subsequent purchases. 
Here, the average μ = 5.17. Surprisingly, the latter and 
more precise explanation of the pricing scheme let to a 
significantly lower fairness perception (Wilcoxon z = 
4.16, p = 0.000). This is true regardless of whether 
someone paid more or less.
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Finally, we investigated fairness perception with a view 
on dual entitlement theory. We gave subjects the 
following information: “Consider the book store is 
actually following the policy where people who have 
bought more than 10 times in the store receive a 5% 
discount on all future sales. From a very reliable source, 
you learn that the scheme is actually very profitable for 
the book store: customers become so loyal that store 
profits are actually increased by 3% during the last 
month. How would you now rate the fairness of the 
pricing policy?” Contrasting with this 3% reference profit 
the following question varied the scenario by informing 
people that, in fact, it was not 3%, but 7%. At the same 
time, reference price (5% discount) was kept stable. 

The results obtained are in line with the dual entitlement 
theory. In fact, subjects rated the situation in which
company profit rose beyond their own benefit as slightly 
less fair. 

5. Conclusion and research outlook

Individual price discrimination is a strongly debated issue. 
Marketer’s would like to profit from enhanced profits 
through better price fixing. Customers have been 
observed to react negatively. And still, price 
differentiation has become every-day practice, especially 
through the Internet. The electronic sales channel to the 
customer with its unique capability to collect customer 
information, communicate policies and adjust prices in a 
flexible way has brought individual price discrimination 
without self-selection on the top of EC portal managers’ 
agenda. Little is known though about peoples’ real 
perceptions of price fairness and expectations on price 
setting rules. This article has attempted to bring together 
some of the main concepts elaborated so far in marketing 
and economics. The way price differentiation practices 
are structured, the theories of justice, equity theory and 
the dual entitlement concept are summarized and 
discussed as to their relevance for marketers with online 
channels. In the empirical study we show that the degree 
of annoyance with price differences varies between those 
who pay more and those who pay less. Those who pay 
more are significantly more annoyed. Still, even though 
those who paid less are less annoyed, they are still stating 
to critically watch the store’s pricing policy in the future,-
to the same degree as those who paid more. This does not 
mean that trust in the store is strongly impacted. Both 
parties will continue to trust in the store in an equal 
manner. However, there is a slight, non significant 
tendency of those who paid more, to trust less. Tu sum it 
up: Shops that charge different consumers with different 
prices might not see any sanctions in their customers’ 
behavior in the beginning, but consumers are alerted and 
will watch the shop’s pricing policies more carefully. 

Giving customers general information about how and why 
there are price differences is a way to raise fairness 
perception while leaving them in the dark is dangerous. A 
potentially important and little researched lever for 
fairness perception could be reference group signaling. 
Giving customers an idea of why they are different and 
are therefore charged differnetly. The question is, 
however, what variables are socially acceptable to be used 
for price distinction? 
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PRICE DISCRIMINATION AND ECONOMIC WELFARE
Price discrimination (or differential pricing) refers to the sale
of the same commodity or service at different prices to diffe-
rent consumers. In its first degree, prices are based on indivi-
dual preferences; in its second degree, customers self-select
into buying different versions or quantities of the good; in
its third degree, differential prices are assigned to different
consumer segments based on some observable group charac-
teristics.

Price discrimination is regarded favorably by economists,
since it can be welfare enhancing (see, e.g., [13], and, in the
context of privacy research, [6] and [11]). Aggregate wel-
fare is enhanced by price discrimination, for instance, when
a good would not have been sold unless its producer could
target a segment of consumers willing to pay high prices for
it. Price discrimination can also increase the welfare of con-
sumers with lower evaluations, who otherwise may not have
been offered the good at prices matching their willingness
to pay. In addition, as recently hinted by [12], customers’
reaction to price discrimination is not always adversarial -
consumers judge its fairness depending on the degree of pri-
ce discrimination (the first being the least liked, the second
one being the most accepted), and the proposed rationale for
its implementation.

Since price discrimination often relies on consumer identifi-
cation, it may appear incompatible with privacy protection.

This, in turn, would imply that the adoption of privacy en-
hancing technologies would come at the cost of the welfare
enhancements that price discriminative strategies can other-
wise provide. In fact, [11] implies that the current privacy
debate is fuelled by the fight between consumers and mer-
chants around the use personal information for price discri-
mination.

In reality, whether privacy enhancing technologies can or
cannot be compatible with price discriminative strategies de-
pend on what type of information they shield, and therefore
on the scope of their privacy protection. In fact, we show
below that the mingling of different types of privacy tech-
nologies and different degrees of price discrimination can
lead to outcomes in which certain consumer data is actual-
ly protected, while welfare is enhanced through differential
pricing.

PRIVACY AND ECONOMIC WELFARE
Intended broadly, privacy is affected by differential pricing
strategies, as they depend on merchants knowing, recogni-
zing, and making use of individual consumers’ data. Howe-
ver, previous works by [2] (based on [1]), [4] (based on [3]),
[9], and [8], have hinted at using privacy technologies in a
way that they protect certain types of consumer information
but allow other individual data to be exchanged.1

In the rest of this paper we extend these analyses by discus-
sing the relation between specific degrees of price discrimi-
nation and specific privacy technologies.

PRICE DISCRIMINATION AND PRIVACY
We need to differentiate between privacy enhancing techno-
logies that aim at anonymity and those that aim at pseudony-
mity. In anonymoustechnologies, any transaction (a pay-
ment, an email, anhttp request) from a certain agent is not
linkable by an adversary to other transactions by the same
agent, and is not traceable to her “real” identity either. In
pseudonymoustechnologies, various transactions by the sa-
me agent are all linkable to the same pseudonyms identity,
although they are still not traceable to her actual identity.
1Specifically, [4] and [2] discuss the economic implications of se-
parating “online” and “offline” consumer information through an-
onymizing technologies; later, [9] and [8] introduce a number of
additional technologies - such as an anonymous authentication pro-
tocol and a ring signature protocol - that can also implement that
separation.
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First degree
First degree price discrimination takes place when differen-
tial prices are targeted to individual consumers. This strat-
egy depends on estimating individual reservation prices mo-
re than recognizing actual individual identities.

Reservation prices depend on consumers’ preferences and
tastes, and are predictable - for instance - from observation
of consumers’ behavior or purchase histories. This informa-
tion can be linked to individual pseudonymous, or “online”2

identities [2]. It may even be traced to persistent identifiers
(such as an email address used repeatedly to login to an ac-
count with a merchant; or a loyalty card used for multiple
purchases from a chain of super markets). But such iden-
tifiers can be pseudonymous: while, logistically, a buyer’s
identity is often revealed in electronic transactions,3 there is
no theoretical requirement for information useful to link an
agent’s purchases to also be traceable to data that will iden-
tify her actual identity in another context - such as her real
name, her address, her credit card number, and so on: what
we define as her “offline” identity.

The separation of offline and online identities can avoid
the consumer additional and possibly more serious costs
than adverse price discrimination: credit frauds and identi-
ty thefts, discrimination by other entities and in forms other
than price, or the creation of a personal digital dossier, sha-
red by third parties on which the consumer has no control.

First, such separation can be enforced through pseudony-
mous payment technologies in which individual transactions
by the same subject are linkable to each other through per-
sistent pseudonymous, but not traceable back to the offline
identity of the purchaser. An example of such technologies
is the anonymous credit card protocol by [10]. The linkages
between the transactions allow the merchant to recognize the
consumer and offer targeted services and prices, while the
offline identity is never revealed to the merchant.4

Second, consumer tracking can also be enforced through
anonymouspayment technologies, even though in principle
such technologies make transactions both untraceable to the
originating identity and unlinkable to each other. An exam-
ple of such technologies are ecash payment systems based
on [7]. In principle, this anonymous payment system, when
used in the context of other anonymizing strategies (for ex-
ample, in an ecommerce scenario, anonymous browsing that

2Although our arguments do not only apply to Internet commerce,
the technology for consumer tracking - and certain forms of diffe-
rential pricing - has improved particularly in the context of online
transactions.
3As noted in [2], traditional payment systems naturally combine
different types of consumer’s information: email accounts are ga-
thered together with the credit cards used to purchase from online
stores; brick and mortar loyalty cards are combined with the per-
sonal information the consumer provided when signing up for the
card.
4Given enough complementary information, traffic and trails ana-
lysis often can allow an organized and determined adversary to
break pseudonymous and anonymous shields and re-identify the
actual identity of the buyer. A realistic goal of such protective tech-
nologies is simply to make such attacks not cost effective.

shields the consumers’ IP address), would not allow a mer-
chant to track that consumer’s purchases over time. Howe-
ver, anonymous payment technologies can be made pseud-
onymous whenever (by design or oversight) the buyer pro-
vides information that allows the seller to track her transac-
tions. For instance, using persistent email addresses, online
accounts, or cookies in combination with anonymous tech-
nologies may shield the real identity of the buyer, while al-
lowing repeated interactions with the seller.

Second degree
Second degree price discrimination implies that customers
willingly choose to pay differential prices for different ver-
sions or quantities of a good or service. This form of dif-
ferential pricing therefore does not rely on individual infor-
mation or on any form of traceability across different tran-
sactions or identities to be enforced. It can be implemented
even when customers adopt untraceable, unlinkable anony-
mous payment strategies that shield any personal informati-
on (including online information, such as email accounts or
IP addresses).

Price discrimination of this form is compatible with anony-
mous transactions - although the consumer’s choice and se-
lection may provide information that could be used for her
re-identification.

Third degree
In its third degree, differential prices are assigned to different
consumer segments based on some observable group charac-
teristics. The combination of privacy technologies and pri-
ces targeted to customer segments has been discussed by [9],
who suggested the use of ring signature protocols for anony-
mous purchases. However, even the combination of existing
anonymous payments protocols and anonymous credentials
(that can prove the ownership of certain group attributes,
such as age, employment status, and so on: see [5]) meets
the requirements for this form of price discrimination. The
anonymous payment protocol makes the transaction not tra-
ceable to the actual identity of the consumer, while the an-
onymous credentials allow her and the merchant to converge
on a price set for a particular segment of the consumer po-
pulation.

CONSUMERS’ AND MERCHANTS’ ACCEPTANCE
Established anonymous payment technologies are compati-
ble with various forms of differential pricing. The ensuing
combination is a desirable middle path whenever unlinka-
ble transactions would end up decreasing social welfare or
traceable transactions would expose consumers to potential
costs by revealing their identities.

For consumers, the advantages of adopting privacy techno-
logies that allow for some individual tracking lie in the com-
bination of the protection of sensitive information and the
ability to receive personalized and targeted services (as well
as, possibly, lower prices for low-evaluation customers). The
disadvantages lie, for high value customers, in adverse pri-
ce discrimination; and, for all customers, in the risk that the
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combined study of various data trails could allow an adver-
sary to trace back a purchase to the actual identity of the
purchaser.

For merchants, the combination of privacy enhancing tech-
nologies and price discrimination strategies could permit the
targeting of privacy sensitive consumers, without the loss of
the ability to implement creative pricing and marketing stra-
tegies.

The fight between privacy technologies and tracking techno-
logies that [11] imagines is really an interplay between the
acceptance of specific types of privacy technologies and spe-
cific forms of personalization and price discrimination, with
their varying welfare enhancing properties.
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ABSTRACT 
In the foreseeable future, miniature sensor and networking 
technology will allow insurers to offer personalized insur-
ance rates based not only on demographic data, but on ac-
tual customer behavior. Behavior-based personalized rates 
can significantly lessen the traditional information asymme-
try between insurers and insured, and thus prompt signifi-
cant cost savings both on a personal and societal level. 
However, initial prototypes have so far required consumers 
to disclose their entire data set in order to enjoy personal-
ized cost savings. We have opted to follow a more privacy-
friendly approach, by performing the entire personalization 
on a trusted platform on the client-side and only reporting 
gross rates to the insurer. This article describes our system 
and a set of requirements we derived for client-side person-
alized insurance rates. 

Author Keywords 
Ubiquitous computing, personalized insurance rates, client-
side personalization. 

INTRODUCTION 
An old and well-known management adage points out that 
“you can’t manage what you can’t measure.” With today’s 
rapid spreading of ubiquitous computing technologies, 
more and more real-world actions will become measurable, 
thus manageable, and eventually billable. Whole new eco-
nomic applications are hence enabled by ubiquitous com-
puting [9, 13]. An area that might be particularly affected 
by better measurements is the insurance market in general, 
and vehicle insurances in particular [7, 8, 12]. Insurers often 
suffer from a lack of knowledge on how their clients treat 
the insured goods, a phenomenon known as information 
asymmetry [2]. If the insurers could know precisely how 
the insured goods are treated, they could use this data to 
better compute the risk of an accident, and thus an insur-
ance rate. Such highly personalized insurance rates would 
have several advantages over today’s demographics-based 
systems: Firstly, personalized insurances would be fairer, 
since they would reflect more exactly the individual risk, 
rather than having less “risky” customer cross-finance the 
higher risk of the more daring ones. Secondly, measurable 
insurances would at the same time give clients an incentive 
to be more careful in handling the insured goods, since 
more careful behavior will directly lower their costs. Last 

not least, deploying individualized insurances might prompt 
other beneficial societal effects, such as increased safety or 
ecological gains [6, 10]. Obviously, the price to pay for all 
these improvements would be the individual’s privacy: 
computing a client’s risk and properly rewarding safe cus-
tomers typically requires insurers to observe the individ-
ual’s behavior in great detail, potentially 24 hours a day, 
seven days a week. A personalized car insurance, for exam-
ple, would record all trips taken with the family car, possi-
bly taking into account not only where, when, and how the 
car was driven, but also by which member of the family. 
Such data would not only be useful for the insurers them-
selves, but also to marketers, neighbors, political enemies, 
or law enforcement.  

In this paper, we try to devise an alternative personalization 
method that retains all benefits of individual insurance rates 
while preserving personal privacy as much as possible. 
Such insurance schemes based on client-side personaliza-
tion [4, 11] restrict the amount of information available to 
insurers by computing insurance rates locally, and only 
uploading monthly or yearly rate totals to the insurer. The 
remainder of this paper will describe a first prototype based 
on such a scheme that we built in the domain of vehicle 
insurances, the Smart Tachograph, and will point out chal-
lenges and potential solutions implied by the use of client-
side personalization. 

PERSONALIZED VEHICLE INSURANCE RATES 
Various authors argue that today’s classification of drivers 
into a few classes based, e.g., on their driving experience, 
accident history, and type of driven car is not optimal [10]. 
[12] points out that within such a class (of presumably simi-
larly skilled drivers), there is still a large spread of risks, 
depending on such factors as the annually driven mileage, 
the time of day and season typically driving, the predomi-
nant weather conditions when driving, the type of route 
driven, or the neighborhood where the car is usually parked.  

Thus, several insurers have investigated over the past years 
the possibility of personalizing insurance rates to a higher 
degree than they are today – through studies, pilot projects, 
and more recently also market products. Progressive, a US-
insurer, deployed one of the first pilot projects between 
1998 and 2000. A black box containing a GPS-sensor 
measured the distances driven and reported them to the in-
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surer’s server, allowing Progressive to offer a mileage-
dependent insurance rate.1 More recently, Norwich Union, 
a UK-based insurer, offers a similar unit for what they call 
“pay-as-you-drive” insurance.2 While they disclose that 
they take the time of driving into account, no further infor-
mation is available. According to Norwich Union, customer 
privacy is not an issue: “The black box device measures 
vehicle usage and sends data directly to Norwich Union 
using similar technology to that used by mobile phones.” 
Progressive also started last year to offer a more sophisti-
cated insurance product, called TripSense.3 TripSense is 
based on a black box that has to be installed in the car as 
well, but their webpage is more detailed about what it will 
record: It “measures your actual driving habits and allows 
you to earn discounts on your insurance by showing us how 
much, how fast and what times of day you drive.” The 
driver may analyze the data recorded over several months at 
her PC at home and decide for herself whether she wants to 
send the data to the insurance company or not. If the data is 
not sent, a no-punishment policy is advertised.  

While seemingly a win-win situation, Progressive’s volun-
tary trip disclosure still carries strong privacy implications. 
Although Progressive does not force the customer to send 
her data, it needs to be fully disclosed in order to profit 
from the offered savings. Given the popularity of super-
market loyalty cards all around the world, already a minis-
cule price reduction might prompt a majority of customers 
to hand out their data.4  

The more important point, however, is that the responsibil-
ity lies with the customer. How can she properly assess the 
longer-term consequences of such an action? Not only is it 
hard to imagine the countless situations in which such a 
comprehensive record might be undesirable, it is also un-
clear how the disclosure or non-disclosure affects the cus-
tomers relationship to the insurer itself: What will happen 
when the contract is up for renewal and the driver has not 
sent “enough” data to the insurer? Or what if the data was 
sent, but the sophisticated data mining algorithms of the 
insurer detected a sublime risk pattern in the otherwise safe 
driving style that will lead to significantly increased rates? 
And of course: Who else will gain access to the data, and 
will “my” data be used against me? Progressive states that: 
“We may retain the information that you send to us indefi-
nitely” and further “If you are in an accident, you may have 
a legal obligation to preserve the information on the Trip-
Sensor. This information may be sought by opposing par-
ties in a civil lawsuit or by police when investigating the 
cause of an accident. We may be legally obligated to pro-

                                                           
                                                          

1 See www.epa.gov/projectxl/progressive/index.htm. 
2 See www.norwichunion.com/pay-as-you-drive/. 
3 See https://tripsense.progressive.com/home.aspx. 
4 Loyalty cards typically offer less than 0.5% in savings. 

vide such information in response to a subpoena or as oth-
erwise required by law.” 

THE SMART TACHOGRAPH 
In the “Smart Tachograph” project [7] we tried to provide 
evidence that highly personalized insurance rates are also 
feasible without such a significant loss of privacy and con-
trol. The Smart Tachograph is a generic platform that al-
lows the precise and individual measurement of traffic-
related costs (including the costs of individual insurance 
risks) and charging these costs to their originators. The sys-
tem, like those previously described, consists of a sensor 
box that is installed in the car. In contrast to the other pre-
sented projects though, the acquired telemetric data is not 
sent to the insurer directly. Instead, the box locally com-
putes the current insurance rate (which in our prototype 
depends on the distance driven, the current weather and 
traffic conditions, as well as the individual driving style) 
and periodically sends a gross total (e.g., once a day, or 
once a month) to the insurer.  

The system provides a generic platform to gather and ana-
lyze sensory input (or more specifically: telemetry data). 
Upon system start, the vehicle owner may choose between 
different insurance offers that the Smart Tachograph auto-
matically acquired through a publish/subscribe mechanism 
from various insurers. After the driver has chosen a specific 
insurance contract, a piece of software (a Java class) is 
downloaded from the insurer to the vehicle’s computer that 
implements the chosen contract. Contract software must 
adhere to a specific API in order to pick up data from the 
vehicle’s sensors. It can then calculate the corresponding 
insurance rate for a given period of time and send the total 
amount at the end of that period to the insurer. 

By sending insurers only a gross total at the end of a billing 
period, no inferences on the individual driving style of the 
insured drivers can be drawn. Even if a driver ends up with 
a high rate at the end of a period, this sum may be result of 
a risky driving style, but could also be caused by a very 
cautious, but heavy-mileage driver. Moreover, since the 
data is cached only client-side, the driver retains control 
over her data, which reduces the possibility that data gained 
by the sensors will be used against her.5  

SYSTEM CHALLENGES 
A billing system based on client-side personalization poses 
a range of new challenges. They all ultimately require the 
system to be designed in such a way that neither party may 
tamper with the system (or at least that such an attempt will 
be noticed). Customers need to be assured that the 

 
5 Of course, this does not preclude court-orders that might 
force her to turn such data over to law enforcement – in 
such cases, only an officially sanctioned deletion strategy, 
e.g., after several months, might limit the amount of data 
that could be disclosed. 
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downloadable code bills them according to the agreed-upon 
contract, while insurers must be satisfied that the system 
will not allow customers to submit false (i.e., lower) rate 
totals.  

Insurer Safety 
Drivers have several options for attacking the system. An 
obvious one would be to modify the software class S re-
ceived from the insurer into a new software piece S’, which 
then sends an insurance rate R’ lower than the original rate 
R that would have been sent by S. The system thus needs a 
mechanism for tamper-proof software distribution, which 
in turn is one of the core functionalities of the Trusted 
Computing Platform (TCP).6 Originating from early work 
on secure bootstrapping [3], TCP-based systems will allow 
software distributors to securely deploy software programs 
by using special hardware chips to secure a machine’s ini-
tial state, memory, and computation, as well as having spe-
cific software modules in both the operating system and the 
application software. While the deployment of trusted com-
puting is highly controversial in the area of consumer de-
vices (e.g., personal computers, media players) [14], such 
an infrastructure can play an important part in safety-critical 
systems, where there is less of a threat for curtailing indi-
vidual rights such as fair use. For our purposes, the imple-
mentation of a TCP inside the black box will effectively 
ensure the correct deployment of the insurer’s billing code. 

Given a correctly functioning software S, however, the ve-
hicle’s owner may alternatively try a man-in-the-middle 
attack by intercepting the message C from S to the insurer 
and replacing it with another message C’. To counter this, 
we require a black-box-specific secret key sc, which then 
allows us to digitally sign all messages sent by S. Such a 
key might either be part of the TCP on the black box, or a 
customer-specific key given out by the insurer (e.g., as part 
of the software distribution step). Given the sealed storage 
property of TCP, this key is not known accessible from 
outside our black box, thus making it impossible for the 
vehicle owner to replace the message C. By including a 
timestamp or serial number with each message C we can 
also prevent replay attacks (i.e., replacing a message Ch 
reporting a high rate with an older message Cl that reports a 
lower rate). 

Last not least, a driver could try to tamper directly with the 
vehicle’s sensors, e.g., inserting a device that would cap the 
reported speeds to always stay below a certain (safe) limit, 
or simply covering up the rain sensor, so that it never re-
ports rainfall (as driving under rainy conditions would make 
the insurance more expensive). Note that this is not an at-
tack specific to the client-side personalization paradigm; it 
would be equally effective in systems such as Progressive’s 
TripSense. However, by employing data mining algorithms, 
similar to those used by credit card companies to empiri-

                                                           
6 See https://www.trustedcomputinggroup.org/home 

cally discover a high probability fraud, insurers might be 
able to discover such tampering based on extensive analysis 
of valid driving records. For example, a security system on 
the insurer’s side could issue an alarm if a certain change 
speed would be accompanied by certain non-standard ac-
celeration changes, or if the reported telemetric data does 
not follow the path of the car’s current position.  

To counter a sensor tampering attack, we see a number of 
possibilities. The most obvious and probably least realistic 
would be to include such detection heuristics into either the 
operating system of the black box, or alternatively into each 
insurer’s billing software. Unless such detection methods 
could be boiled down to some simple algorithms, the lim-
ited computing and storage facilities of the box might ren-
der this infeasible. A second, less powerful alternative 
would be to have the box periodically send position-neutral 
telemetric data to the insurer, in order to at least cross-
verify the various sensors for acceleration, speed, tempera-
ture, and road type. The rogue customer taping over the 
car’s rain sensor might thus get caught as the reported dry-
ness would not match the also-measured humidity levels or 
the traction feedback from the wheels. More promising 
might be the approach of using data perturbation techniques 
from the field of statistical databases [1] to randomize the 
driving record before sending it off to the insurer, thus al-
lowing for a statistical validation of the telemetric data 
without disclosing individual trips. One might further envi-
sion building equally tamper-proof sensors that would 
communicate with the black box using encrypted and au-
thenticated channels, though it might still be several years 
before this would be cheap enough. An even simpler solu-
tion may be to include as many sensors as possible into the 
tamper-proof black box hardware, although this approach 
may not work for some of the sensors (e.g., the rain sensor).  

Customer Safety 
Equally imperative for the acceptance of such a system will 
be the customer’s ability to verify the correct functioning of 
the billing mechanism, i.e., that the daily or monthly 
charges correspond to the agreed-upon insurance contract. 

Rogue insurers might be tempted to simply charge a sum C’ 
different (i.e., higher) from the ‘true’ sum C reported by the 
car’s box. To this extend, customers might want to verify 
not only the values that the unit is reporting back to the in-
surer, but also keep a local log of these sums in order to 
verify the totals billed. In order to allow verification of the 
encrypted total C, our previously stipulated secret key sc 
must be part of a public key cryptography system. This en-
ables a customer to decrypt this value using the correspond-
ing public key pc (which would be made available together 
with the installed black box or the downloaded billing 
module). Equally important would be to have the billing 
software also available in unencrypted form in order to al-
low customers to locally verify the computed values.  

Note that while market pressures might prompt most insur-
ers not to cheat in such a blunt way, the ability to quickly 
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switch insurers with such an infrastructure (potentially on a 
trip-by-trip basis [6]) might prompt developments similar to 
today’s telephony market, where many consumers simply 
choose the cheapest provider on a call-by-call basis, thus 
risking to fall prey to scrupulous fraudsters.  

The second customer-safety requirement concerns the cor-
respondence of the downloaded software to the advertised 
rates. One option would be to standardize the computation 
in such a way that insurers would only publish and 
download the specific parameters. However, this might not 
only restrict the insurers’ ability to differentiate their prod-
ucts sufficiently, but also turn out to be too simple to prop-
erly compute the correct risk value of a specific driving 
style. Alternatively, consumer interest groups or govern-
ment bodies might offer a testbed-environment in which 
published billing algorithms could be tested under a variety 
of simulated conditions (potentially using tools from formal 
software verification to fully automate this task) and which 
would award trust-seals to verified algorithms. Note that 
such open-source billing algorithms would not necessarily 
infringe on an insurer’s trade-secrets, as these typically lie 
with the way these algorithms or parameters are chosen, 
rather than with the published rates themselves. Also, our 
research has shown that many insurers would prefer rather 
simple algorithms based on few parameters only, in order to 
better communicate (i.e., sell) these to their customers [5]. 

CONCLUSION 
Ubiquitous computing offers the possibility to measure a 
range of real-world features more precisely and continu-
ously than before, thus opening up many new economic 
options. Personalized insurances that take into account an 
individual rather than an average risk-level are one example 
of such a development. In order to provide such a product 
in a non-intrusive way, client-side personalization is of 
utmost importance. However, in contrast to many other 
personalization areas, personalized insurances need to take 
malicious users into account, which brings up a range of 
new challenges to the field: How can one ensure that users 
trust the personalization method offered by the insurer? 
How can such a personalization method be understandable 
to the user, while at the same time be expressive enough for 
modeling complex patterns? And how can an insurer trust 
the modeling parameters sent back from a customer to cor-
rectly reflect the customer’s behavior? 

With the Smart Tachograph, we have implemented a first 
prototype of such a personalized insurance scheme that di-
rectly tries to address such questions. While the current 
system only reflects the basic data flow model (i.e., only 
rate totals are being sent back to the insurer), it serves as a 
testbed application for devising and implementing the 
above-mentioned trust requirements. It also serves as a 
demonstrator to a range of stakeholders by illustrating the 
possibilities and implications of ubiquitous measurement 

systems, not just for vehicle insurances, and initiating a 
much-needed debate on fairness and efficiency in society.  
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ABSTRACT 
In this short position paper, we describe our approach to 
developing a system for delivering remote services to 
people suffering from depression and similar mental 
illnesses. Our initial system architecture has two key 
components: a tool for helping the consumer and their 
carers develop and manage her care plan, and .a consumer-
controlled consent control and management tool. We 
believe that the former will give the consumer much-needed 
control over their long-term care, and that the latter will 
support the development of the user’s trust in the system. 

Author Keywords 
Online mental health delivery, Health data privacy. 

ACM Classification Keywords 
H.5.2 User Interfaces — User-centred design, J.3 Life & 
Medical Sciences — Health, J.4 Social and behavioral 
Sciences — Psychology. 

INTRODUCTION 
Mental health is designated an Australian health priority 
and is recognized as the third largest source of Australia’s 
disease burden, after cardiovascular disease and cancer. In 
particular, depression is the leading cause of disability in 
Australia [6]. It is also the leading risk factor for suicide.  
However, many people with depression do not receive help 
[1], and mental health service delivery in Australia is 
inadequate [7]. Given the size of the problem, the economic 
constraints and limitations on the availability of a trained 
workforce the existing models of mental health delivery are 
unlikely to address all the unmet need.  Arguably, the use of 
a remote mode of delivery to provide mental health services 
to people with depression could increase the coverage and 
quality of care and reduce its cost. Web-based services can 
provide self-help in the form of: information that increases 
health literacy/knowledge (which can promote help seeking 
and engagement in the care process); automated therapy 
programs that reduce the severity of symptoms; and 
mechanisms that facilitate online mutual support. The 

Internet also permits ongoing engagement of users through 
automated tracking. Web support services based on 
cognitive behaviour therapy have proven to be effective [2], 
and telephone counseling is a promising mode of distal 
mental health service delivery [5]. However, these services 
are often delivered anonymously, independently and over a 
single session or short period. However, depression is a 
chronic illness which can recur throughout a person’s life. 
People with depression require systems that enable them to 
manage their own illness, to access the level of help that is 
needed when and where it is needed and to do so within a 
system that ensures  continuity of care across time and 
providers. 

A research team formed by CSIRO and the ANU Centre for 
Mental Health Research (CMHR) is currently investigating 
the creation of an e-clinic – a remote clinic to deliver 
support and continuity of care for consumers with 
depressive illnesses. Continuity of care requires a ‘living’ 
care plan. Importantly, the consumer must be involved in 
developing and managing this plan, including in the 
decisions regarding its access, and the various people 
involved must receive appropriate information. Privacy and 
personalization are thus key to such a system. We are 
investigating both a privacy approach to enable a consumer 
to be in control of their own privacy regime [3], and a 
personalization approach to put the consumer in charge of 
their own user model [4].  

ONLINE MANAGED CARE IN MENTAL HEALTH 
We have developed an initial system architecture, shown in 
Figure 1, that centers around a Care Plan Management tool. 
The care plan results from an automatically generated care 
plan based on evidence-based clinical practice guidelines 
and the negotiation between the consumer and selected 
members of the care team – the latter might include general 
practitioners, psychiatrists, psychologists, allied health 
providers, support groups, family, friends, etc. 
Consequently there are risks that privacy might be 
compromised.  It will also be necessary to manage issues 
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regarding the personalization of information for different 
users of the system. What a person might discuss with or 
allow a GP, a psychiatrist, a carer, or their support group to 
view is likely to vary markedly and to differ for different 
consumers.  

An important aspect of the Care Plan Management tool is 
that it should allow a consumer and the care team to 
collaborate on the construction of a care plan without 
requiring that all the collaborators engage at the same time. 
There must be means for the parties to communicate 
suggestions and rationale about how the plan is constructed 
so that a mutual understanding and agreement is reached. 
The Care Plan Management tool should also support, but 
not require, simultaneous engagement on a plan, using 
either the e-clinic’s systems or other means such as 
telephone, or face-to-face communication. 

Other crucial modules include a Consent Controller and 
Manager, which ensures that all communications satisfy the 
scrutable privacy policy, and a Tailored Information 
Delivery module that ensures that appropriate and 
personalized information is delivered to each participant. 
The proposed system also includes a set of information 
services that incorporate existing services developed by 
CMHR (e.g., BlueBoard, an online virtual support group for 
people suffering from depression  
(http://blueboard.anu.edu.au/); MoodGYM, an online 

automated therapy program (http://moodgym.anu.edu.au); 
and BluePages, an evidence-based information program 
(http://bluepages.anu.edu.au). 

The user interface to the Consent Controller and Manager 
must provide a simple and understandable view of the 
consumer’s decisions on who, in what circumstances and 
which parts of their personal information they are willing to 
share with others; their professional care team, non-
professional carers, or other participants in e-clinic. We 
believe that the ability to understand their controls, and 
access by the consumer to audit logs showing who has been 
permitted, or denied, access to their personal records is an 
important contributor to the users’ trust in the system’s 
ability to manage and share their data according to their 
wishes. 

FUTURE WORK 
Of course, e-clinic will be useful only if it is being used. 
For this to occur, the consumer must trust the system, the 
support, and the people involved in the provision of care. 
We already know that consumers are willing to use such 
systems on a sessional basis, and that they obtain benefit 
[2]. One key question is whether people with depressive 
illnesses will trust a system that requires sharing of their 
records with others to enable continuity of care. The 
building of trust can be supported by giving users the means 
to control the privacy of their records and who can access, 

Figure 1 Architecture diagram 

61



 

 3

view, and add to them. However, trust cannot be guaranteed 
by such a privacy control module. Much of the trust in the 
system will depend on the trust the consumer has in the 
people that the consumer interacts with through the system 
– carers, GPs, psychologists, psychotherapists, etc. – and 
thus depends not only on the technical, but also on the 
social environment of the system. 

A second key question is whether (and how) a diverse 
group of people – the consumer, their carers, GP, and other 
health providers – can work together to create, maintain, 
and manage the consumer’s care plan over an extended 
period. Again, this includes the consumer defining and 
maintaining privacy rules that determine (and possibly 
change) who has access to the care plan in the long term.  

Thirdly, we need to understand how information can be 
delivered in a personalized way to the diverse range of 
people accessing the system. Again, privacy control plays 
an important role since if information is needed from the 
consumer’s medical record for presentation to another 
person, then the consumer’s consent control must be 
respected.  

A true test of these questions requires extensive field trials 
of a comprehensive, robust system. For practical reasons, 
we are building preliminary trials that demonstrate the 
effectiveness of key components first. 

We currently have a set of propositions that we feel are 
important to the development of an e-clinic as proposed in 
this paper: 

1. whether trust in the e-clinic system can be developed to 
a level that assists a consumer to maintain continuity of 
their treatment; 

2. whether care plans that are useful and understandable 
to all participants can be developed collaboratively; 

3. whether privacy policies that are useful and 
understandable to all participants can be developed; 
and  

4. whether information delivery can be appropriate, 
consistent and understandable, even though participants 
might have very different knowledge and roles. 

We plan to test these propositions by a combination of 
qualitative and quantitative methods, including: 

• To test proposition 1, we are in the process of analysing 
the social networks forming and changing, and the 
language used in an online mental health community’s 
log files to understand how trust (both in individuals and 
the whole commmunity) and distrust form in such socio-
technical systems. We will also conduct surveys of 
members of online mental health communities to further 
explore the formation of trust relationships within such a 
system. 

• To test propositions 2 and 3, we will develop mock-ups 
and conduct focus group sessions to gain a deeper 
understanding of the requirements and constraints on the 
care plan management tool and the consent control 
manager. 

• To test proposition 4, we will analyse and evaluate 
existing online information services for people with 
mental health problems, and conduct surveys and focus 
group sessions to better understand consumers 
requirements. 

CONCLUSION 
In this short paper, we have described a situation where 
both privacy and personalization are important to the 
provision of a valuable service. We have outlined our 
approach to the problem, a preliminary architecture, and 
directions for future work. We cannot yet report results, but 
we believe that e-clinic system provides a good practical 
example to demonstrate the value of Privacy-Enhanced 
Personalization. While our initial engagement is in mental 
health, particularly in the management of depression, we 
believe that this architecture is applicable to other chronic 
conditions that require support and continuity of care and 
where much of the care can be self-managed, but its quality 
improved by care plan management and online support. 
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ABSTRACT*

When the term RFID (Radio Frequency Identitification) is 
mentioned these days, it is followed not far behind by the 
term privacy.  For all of RFID’s potential to benefit 
manufacturers, distributors, retailers and consumers, the 
fear of privacy intrusion is preventing the technology from 
gaining acceptance.  This privacy concern is largely due to 
the fact that RFID tags can be read by any RFID reader, 
without prior notice or consent.  The fear is that as 
consumer goods are tagged, consumers wearing or using 
those goods can also be tracked, especially without the 
consumers’ knowledge.  We present a scenario whereby it 
will behoove the retailers to deal with privacy for their own 
sake, and in return, the consumers may also benefit from 
the retailers’ solutions to the problem of tag reads that are 
both anonymous and invisible.  We argue that better RFID 
privacy is not only good for consumers, but also for 
manufacturers, distributors, and retailers.

Author Keywords
RFID, privacy, personalization.

INTRODUCTION
One of the biggest proponents of RFID technology is the 
consumer goods industry.  By tagging their products with a 
globally unique Electronic Product Code (EPC) that can be 
read remotely, the entire inventory and supply line can be 
made more efficient, which is expected to translate into 
large cost savings [3]. To gain acceptance of the 
technology, the proponents will likely press the value 
proposition for the consumers.  

Benefits
A typical scenario to show the benefits for consumers takes 
place in the context of grocery shopping. When all items of 
a grocery store are tagged, the consumer can walk into a 
grocery store and some of the following can happen:

1. The shopping list (which was generated by the fridge at 
home) transfers to the shopping cart.

                                                          
* This research was supported by DST grant No. 0308277 
of the National Science Foundation, and by a Research 
Prize of the German Alexander von Humboldt Foundation.

2. The cart can tell the shopper what items on the list are in 
stock, and show where to find them in the store.

3. As each item is added to the cart, the shopping list 
automatically updates.

4. The cart can show specials/promotions.
5. The consumer can view additional product information 

(recipes, reviews, etc…)
6. With personal information from an RFID-equipped 

loyalty card, allergies can be pointed out and needed 
nutrients can be recommended.

7. All the while, the cart can show a running total of all 
items.

8. Finally, the checkout is done by simply paying for what 
the cart has already scanned all along.

Afterwards, when the consumer is home, more benefits are 
possible:

9. Easy access to product-related information (recalls, 
recipes, instructions for assembly or usage, warranty 
information, location of repair shops, how to order 
parts, etc…).

10. The refrigerator can automatically update the food 
supply status, including what has been used and what 
will soon expire.

11. Items can be shown to friends, who can scan the 
product ID to also buy one.

12. When thrown away, the items can help the waste 
management department automate the recycling 
process.

Costs
However, the benefits of RFID, in its current form and 
implementation, are not without costs.  Privacy advocates 
point out the fact that RFID tags will reveal their 
information to any RFID reader that asks.  Moreover, the 
scanning and reading of tags is invisible to the human eye.  
Then it would be possible to have readers under doormats 
that keep track of which globally unique shoes have entered 
and left a certain place (see the EPC Discovery Service 
proposed in [1]).  As people tend to wear their shoes for 
years, a database can track where that person has been.
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Turning the Situation Around
Anonymous, invisible reading of tags is one of the biggest 
arguments against RFID [2].  Adding authentication 
functionalities to the tags will increase cost, an unwanted 
option for everyone.  Up till now, proponents of RFID saw 
little additional benefits, even for themselves, if the reading 
of tags were authenticated and accountable. Even simple 
post-purchase protection by a consumer-specified password 
[4] is precluded by the fact that current RFIDs are not 
rewritable for cost reasons.

For the sake of argument, we simplify the production and 
consumption chain for consumer goods to:

 Manufacturers who make the actual products

 Distributors who transport the products from the 
factories to the stores

 Retailers who sell the products to people

 Consumers who consume the products

There are more stakeholders in the chain, but let us work 
with these four for now.

Assume for a moment that the proponents of RFID (the 
non-consumers) “get their way” and that every item in the 
store is tagged with an unsecured EPC that can be read 
anonymously. We will demonstrate that this would make, 
specifically, retailers vulnerable to more effective price 
competition and, generally, manufacturers, distributors, and 
retailers vulnerable to corporate espionage by competitors.

We predict the introduction of a handheld device with an 
integrated RFID reader and a wireless connection to the 
Internet. Optional add-ons could be a small integrated 
keyboard or an optical scanner. Such a device could be built 
relatively easily from existing components. It could be held 
in one’s palm or strapped to one’s wrist, and it would be 
easily concealable.

With such a device, customers could easily read the EPCs 
of products in their vicinity and use them to look up 
competitive offers from price comparison websites. This 
would allow them to obtain a product for a better price from 
an online vendor, or give them a better idea of the 
competitiveness the retailer’s prices.

Customers could also walk through the aisles of the store 
and automatically transmit its complete inventory to a 
citywide database. This information could be used by 
others, e.g. to decide whether it is worth driving to a 
specific store (and thus potentially lead to a loss of store 
visitors). It can, however, also be connected with 
information from product recommendation sites and allow 
customers in the store to find out immediately whether a 
better-rated product of the same type is available elsewhere 
in the city.

By punching in store prices or reading them with the optical 
scanner of the device, customers could even populate the 
citywide inventory databases with the prices of stores. The 

handheld device may even be able to gain access to the 
retailer’s price database (after all, the merchant’s computer 
in the customer’s shopping cart has access to it). If so, then 
automatic price collection and transmission to the citywide 
database would be possible by simply walking through the 
store.

The handheld device would not only be valuable to 
customers, but also to competitors. By wandering the store 
(or scanning a warehouse) every other day or so, 
competitors can get a history of which products are selling 
(recall that EPCs are unique per item), which products are 
stagnant, and which products are even offered [5]. The 
competitor could also get a layout of the products in the 
store and see if that layout is effective or not.  The same 
technology can be used by other manufacturers or 
distributors for corporate espionage.

Of course, the functionality of this handheld device can be 
achieved at the moment using current barcodes and barcode 
readers.  The argument is not to show that RFID will enable 
something that was not possible before, but that RFID 
makes scanning far more efficient.  And when a process is 
more efficient, it encourages practices that were not done 
before, even if they were possible.  If checking for lower 
prices were to become a trivial task, a task which requires 
neither extra energy nor effort, people will just do it.

By giving out information about their products and 
inventory so easily, manufacturers, distributors, and 
retailers inadvertently give away competitive advantages.

RESEARCH QUESTIONS
Presumably, retailers will not want unintended exploitation 
of their RFID deployment; neither do the manufacturers nor 
distributors. It will therefore become vital for them to be 
more “private” with their information. Privacy for these 
three groups is seemingly different from the privacy for 
consumers.  What are the differences that set them apart?  
More importantly, how are they the same?  How can 
privacy of these four stakeholders be aligned?  

Another topic of concern is infrastructure.  Ownership of 
the product will change hands as it flows from the 
manufacturer to the distributor to the retailer to the 
consumer.  Each owner will want control of the RFID tag to 
serve their respective needs.  The change of ownership will 
require an infrastructure.  How much infrastructure is 
needed?  If an infrastructure was set up to enable RFID 
access-control for pre-sales activities, how well could it 
align with consumer privacy needs?  Who will fund this 
access control infrastructure?  Would it benefit the pre-sales 
entities to form a group to administrate the infrastructure? If 
so, how can we ensure that consumers’ privacy interests are 
also supported? 

CONCLUSION
Given the scenario of inventory/price scanning and 
publication, and similar non-intended exploitations of 
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unsecured RFID tags, it seems that manufacturers, 
distributors, and retailers have two options.  They could 
deploy the current unsecured RFID technology, but then 
consumers and competitors could exploit the same 
weaknesses, that privacy advocates fear, to their own 
advantage. The proponents could instead push for changes 
in RFID technology, especially those that will protect their 
own interests for privacy. In turn, consumers’ privacy may 
also be strengthened.

Privacy, it seems, is not only good for the consumers, but 
also for manufacturers, distributors, and retailers. This may
increase the pressure to deploy privacy-enabling RFID 
technology at reasonable costs. 
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ABSTRACT
User adaptive systems, as envisioned with Ambient Intel-
ligence (AmI), can only unveil their power, if rich informa-
tion of users – including private data as their preferences and
abilities as well as their usage context – can be retrieved and
evaluated. However, collecting and storing this data poses
severe privacy problems both legally and from a trust per-
spective. Therefore we propose a home automation middle-
ware for secure management of personal profiles that allows
access to profiles only for the relevant stakeholders in a spe-
cific situation.

INTRODUCTION
While the vision of ubiquitous computing [22] is already
partly realized, as embedded and mobile devices are inte-
grated in our daily lives, current research on ambient intelli-
gence [2] tries to make these technologies truly invisible by
adapting their services unobtrusively to the user’s needs.

To achieve this intelligent system behaviour, much informa-
tion about users, including preferences, capabilities and con-
text information has to be collected. In addition these sys-
tems deduce information and are able to make inferences
about the users behaviour. Since many wired or wireless
distributed objects form such an environment, it is clear that
personal data is transferred over these networks and also
crosses boundaries between different kinds of networks.

Therefore it is likely that unauthorized intrusion and access
to private personal data by a third party or other forms of
misuse may occur to mobile devices and ambient networks.
Thus, although this technology is designed to make users’
lives more convenient, it also implies privacy concerns. In
fact, an ISTAG study [7] showed that one major obstacle
for the broader proliferation of ambient and ubiquitous tech-
nologies is the lack of trust and acceptance by the user.

To make these applications more trustworthy, we need to en-
sure that private data is protected from third parties. There-
fore we need to guarantee that only the relevant stakeholders
of a user profile are allowed (for a well defined timeframe
and purpose) to access the profile in question. For this rea-
son, we introduce an architecture that guarantees that only
authorized entities (persons or applications acting on behalf
of persons) are allowed to perform operations on profiles.
We see an initial application domain for this architecture in
smart homes, where some in-home services may not be criti-
cal regarding privacy, but access to services outside the home

may require some confidentiality. Further risks (even with
in-home applications) are for example with the use of wire-
less connections such as Bluetooth or W-LAN. Even though
they can be secured, they are often not because of technical
ignorance of the user.

The remainder of this paper is structured as follows. After
an overview of related works, we outline the overall archi-
tecture and introduce the secured profile management, which
has been implemented as a proof of concept for an ambient
home environment. We close with a conclusion after having
discussed several attacking scenarios.

RELATED WORKS
Since the application domains for our architecture are smart
home environments, we have a particular interest in projects
and studies around smart homes such as the Aware Home
[8] or HomeLab [6], as they provide controllable and de-
fined environments with a limited set of users. The focus
of several related projects lies in the seamless integration of
Network Protocols (IP, HomeRF, BT, GSM, . . . ), stationary
and mobile devices (PC, PDA, Mobile Phone, Set-Top Box,
. . . ) and different services (SMS, eMail, Radio, . . . ).

An enabling middleware is provided with the Open Service
Gateway initiative (OSGi) [14] which defines a standard res-
idential gateway to facilitate development and use of dynam-
ically deployed services. The OSGi framework is platform
independent and can manage broadband services as well as
networks in homes, cars, and comparable environments. The
idea of OSGi is to provide a software gateway that inter-
faces the external Internet with internal (domestic) devices
and identifies requirements for interoperability and general
scalability.

One of the main goals of user aware environments is that a
system continously provides users with the same look and
feel for their personalized services and user interfaces in-
dependent of their location (home and public). For that, a
system has to provide personalization of service environ-
ment, adaptation of service environment and portability of
services. A key concept there is that the technology should
move into the background. This is also stressed in [3], which
presents seven challenges in ubiquitous computing. Beside
security issues and reliability, the zero-configuration paradigm
is considered to be of utmost importance. Therefore it would
be unacceptable to request user information by interactive
means such as questionnaires. Rather, this data should be
collected by a variety of sensors in addition to static data
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which e.g. may be stored in a local user profile, or device
information retrieved from public sources.

As many different information sources are used, the way this
information is stored differs also quite much so that we have
to take various formats for user, device and context profiles
into account such as CC/PP [9], UA/Prof [23] and GUP [1].

Regarding profile management for smart homes, [19] ad-
dresses the availability of personal service collection when
users are moving between terminals. They focus on filter-
ing user profiles due to the technical limitation of the current
user terminal.

Another aspect of user profiles is discussed in [18], which in-
troduces the process of selecting relevant information from
profiles and the merging of multiple user profiles. Both are
required when conflicts of resources or conflicts of interests
occur. The former is about sharing limited resources or ser-
vices, the latter occurs when two or more users have different
interests and the system has to decide which user’s command
it will finally execute.

[17] investigates on human aspects in smart home applica-
tions describing user’s attitudes; especially how users prefer
to interact with their environment. They installed several ap-
plications into their test lab and concluded that locating the
user to offer situation-dependent services and the seamless
integration into the users’ everyday life are both essential
for smart home systems.

Quite a lot of solutions for intelligent environments use data
mining and other techniques to model the user. [5] for exam-
ple uses inhabitants activity patterns for identification which
is extended in [12] for multiple inhabitants in order to make
the home user aware. Such techniques require that the col-
lected information and the drawn inferences are not to be
passed to unauthorized entities.

To this end, the AETHER framework [4], defines a security
management architecture for access control and trust estab-
lishment. AETHER is based on a decentralized administra-
tion presuming a set of previously unknown pervasive enti-
ties with secure associations.

In order to secure private data, we rely on several standard-
ized algorithms and protocols considering security aspect.
Firstly, the inter node communication within our system is
TLS enabled (Transport Layer Security). TLS (aka SSL Ver-
sion 3.1) provides payload encryption and certificate-based
authentication, which is based on X.509 certificates. Similar
to the Kerberos Network Authentication Protocol, we intro-
duce a ticketing system. Other standardized security tech-
niques can be found in [21].

PROFILES FOR AMBIENT INTELLIGENCE
In order to establish an intelligent communication environ-
ment, an underlying system which is likely composed of dis-
tributed objects will gather quite a lot of information about
the environment and the user. The more (useful) information

a system has, the better is the chance to become invisible and
adequately adapted. For example, if a user walks into a room
and it is automatically illuminated, he/she does not have to
care about the underlying technology (use the light switch).
This can only apply, if the system has means to detect when
a user enters a room as well as the possibility, to operate the
lights.

A very flexible way to model users and their situation is
to use a set of related profiles that describe all relevant as-
pects. As there are numerous ontologies available for this
task (such as [15] or [10]) we will constrain ourselves to the
description of the main profiles.

In the centre is of course the user profile which may consist
of identity related information, capabilities and preferences.
Identity related information may for example be a user-ID,
name, gender, date of birth. And this already provides some
pitfalls: While some applications may have a valid interest
for example in the birthday in order to pass an age verifi-
cation process, for many other applications this information
is unnecessary. If such information is collected and stored
just for the case that some application might have a use for
it, then this can be a violation of data protection laws. For
example the German ”Federal Data Protection Law” points
out that the avoidance and economy of data is of key im-
portance. This means that the collection and processing of
unnecessary person based data has to be avoided and if pos-
sible this data should be anonymized.

The same applies also for capabilities and preferences, as
individuals may not want this data to be distributed freely,
although specific applications can make use of it to make
life more convenient.

Related to the user profile are device profiles from devices
that are in the range of or operated by a user. Since a typi-
cal device profile contains a hard- and software description
of a device, device profiles do not seem to be relevant with
respect to privacy. However, dynamic parts of the profile
may still convey information on the user of the device. For
example the time of incoming and outgoing calls including
numbers and duration are usually stored in the phone and
would allow quite many inferences about the user.

Finally, the context a user is in, can be stored in temporal
profiles, which means that data retrieved from different sen-
sors or other sources is prepared to be accessed via the user
profile. As a prevailing example may serve the location of a
user and many location-based services which are already in
operation today. Again, this location data must be used by
applications which are authorized by the user only.

For the middleware, as described in the next sections, we ab-
stract from dedicated profile formats as shown in the related
works. We rather provide a uniform and generic database
schema that takes the profile information and privacy rules
into account (c.f. section ). Therefore we assume transfor-
mations between concrete profile formats and the internal
generic database profile schema which can be implemented
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to support a variety of existing profile formats.

ARCHITECTURE
The main motivation of ourSecure Profile Serversystem is
the provision of services and secure access to user and ap-
plication profiles. The system serves various controllable
devices in a smart environment like a home network.

Consider the following scenario for a brief motivation. A
user arrives at home and would like to open the front door.
As opening the front door is a safety-critical application, au-
thentication is required, so she has to pass a biometric au-
thentication process. After entering, she likes to see the lat-
est news and turns on the TV. Therefore, the TV application
has to read her profile from the profile server, a list of her
favourite channels is displayed, from which she selects the
news channel. Since watching TV is considered to be not
safety critical, a simple video tracking system is sufficient to
prove her identity [16].

Presuming that a user wants to accomplish more safety crit-
ical tasks, for example, editing sensible private data or exe-
cuting online banking transactions, we need some more se-
curity than before. That is where thesecurity levelscome
into play. Different security levels for different services or
for specific user profile entries (e.g. bank data) allow us to
manage access to sensible or public data. To log on with a
certain security level, a user has to pass different authenti-
cation tests. For a higher security level, this usually means
more security by the application of more authentication meth-
ods than for a lower one. Where a single password is suffi-
cient to protect a user’s personal email account, she has to
pass an additional iris scan or a face and fingerprint scan to
access her bank account and execute transactions from her
home environment.

Architecture Overview
As the complete system is designed to be open and exten-
sible, a distributed architecture was chosen. Communica-
tion may use TCP/IP over commonly available technolo-
gies like Wireless LAN (IEEE 802.11) and Bluetooth (IEEE
802.15) or power line systems as the European Installation
Bus (EIB) [11]. To guarantee security in distributed sys-
tem, a SSL / TLS based communication with X.509 certifi-
cates is used [21]. To make sure that there are no applica-
tions that can spoof their identity to the Security Manager
or Profile Manager, mutual authentication between commu-
nication partners is required. A challenge-response protocol
verifies a component’s identity based on its public keys.

A typical setup of the system is shown in Figure 1. The
OSGi instance, where all components have to register, runs
on the main server (in the center). In summary, the system
has five main components interacting with a set of applica-
tions, which are outlined in the following paragraphs.

Applications. Applications offer services to users and run,
e.g. on a PC (accessed, for example, over a touch screen
display or a speech recognition system), a PDA or mobile
phones. On request, applications turn to a Device Manager
to control devices or to a Profile Manager to access user pro-
files, e.g., a user’s preferred music or personal data.

Security Manager. To guarantee security through the com-
plete system, we employ a Security Manager and a ticket
system that is similar to Kerberos. To access a service, an
application has to sign up for a ticket, which transfers cer-
tain access rights to an application on behalf of a user. This
means, that the user implicitly transfers her access rights to
the application, which in turn executes the request for the
user.
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A ticket is signed by the Security Manager using a DSA sig-
nature scheme to prevent forgery or tampering. The ticket is
only created if the requesting application resp. user has suf-
ficient access rights, which are stored in a separate security
database in form of access control lists [20].

Profile Manager.All profile data are held in a profile database,
which is only accessible via the Profile Manager. The profile
manager permits to read or write data only if the requesting
application can prove sufficient access rights with a ticket.
To enhance security for sensible data, profile entries in the
database are encrypted by the Profile Manager.

Device Manager.The Device Manager monitors all services
that are provided bydeviceswithin the environment, e.g.,
doors, lights, tv, cd-players. An example for aservicecould
be ’Open the front door’, ’Switch the tv to channel 5’ or ’Set
light intensity to brightest’. Devices are configured to trust
only a certain Device Manager, identified by its public key
or a password (for low-security devices like a lamp). Like
the Profile Manager, the Device Manager only grants access
to the service after receiving a valid ticket with sufficient
access rights from the requesting application. If necessary, a
value is returned to the application.

Authenticators. Within the system, there exist one or more
authentication points in the environment (house), the authen-
ticators that provide authentication services for various se-
curity levels. For example, there can be a simple password
authenticator to prove an identity by password or face recog-
nition for higher security. These authenticators can all be
available at the same time and can be dynamically chosen
for certain authentication tasks.

OSGi Server.The main server is based on theOpen Plat-
form Gateway Interface (OSGi)[14], a standard that allows
to dynamically add, remove, start or stop plugins, calledbun-
dles, on-the-fly. In our implementation, we have chosen the
Oscar server [13]. All components of the system have to sign
up at the OSGi server to provide or use any services.

Security Levels and Access Control Lists
Our system implements different security levels, each de-
manding a certain amount of authentication points. Assume,
we have five different authenticators available in our envi-
ronment and consider Table 1. Each of the authenticators
provides a different level of accuracy and security, depend-
ing on the method of authentication.

Authentication Method Points
Password 25

Smartcard and PIN 45
Face Recognition 70

Fingerprint 80
Retina-Scan 100

Table 1. Sample Authentication Methods

We can now define the security levels where each demands
one or more authenticators. For example, if a medium secu-
rity level demands 50 points, a user can either authenticate
by a password in combination with a smartcard / PIN (25+45

points) or by means of any higher authentication method (70,
80, 100 points). Once a user is authenticated for a specific
security level, she has a set of access rights (accessMode =
R, W, X) for a profile entry (attribute):

userID×secLevel×profileID×attribute 7→ accessMode (1)

Thhe former expression means, if the user is authenticated
using a high security level, she will have more access rights
than in a lower security level.

By default, all communication between the system compo-
nents is SSL / TLS enabled, and the components perform
mutual authentication. However, some security levels may
require stronger encryption, which may be implemented by
choosing a special cipher algorithm or by increasing the ci-
pher keysize. Note, that it is also possible to go without any
encryption or component-authentication at all, for example,
to switch lights on or off at the lowest security level. Follow-
ing this, there is complex computation involved for encryp-
tion and authentication, which might lead to performance
problems when working with low performance devices like
PDAs or even smartcards.

Ticket-Based Authorization
As mentioned earlier, access to services is granted only with
a valid ticket. Tickets are created and signed by the Secu-
rity Manager on request, after the user authentication for the
corresponding security level has taken place. A ticket in-
cludes all information needed by the Profile Manager or De-
vice Manager to decide whether access (read, write or exe-
cute) to a service can be granted or not. In summary, a ticket
comprises the following entries:

• Application’s identifier – for debugging / logging access
events

• Application’s public key – the application (the ticket owner)
can be identified by its public key, so that ticket replay at-
tacks can be avoided.

• Issuer’s public key – validates the ticket and identifies the
issuer can be identified. A Profile Manager or a Device
Manager then decides whether it trusts tickets that have
been signed by the respective issuer.

• Access control list – gives the access rights to a profile el-
ement, derived by equation (1). Note that the access rights
are user-, profile- and security-level - specific, and that the
application (as the ticket owner) receives the user’s access
rights.

• Timestamp / Lifetime – gives the date and time when the
ticket was created and the duration of its validity.

• Signature – the whole ticket is hashed and the resulting
hash value is then signed by the Security Manager to pre-
vent forgery and tampering.
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Figure 2. Generic Profile Database Scheme

Generic Database Scheme
To overcome problems – which occur through the support of
several different profiles and formats – we designed a flexi-
ble data schema that also incorporates security features, al-
lows distribution amongst different databases and implicitly
obfuscates user data. Figure 2 visualizes this schema. For
simplicity, we provided the security related items and profile
data in the same scheme although we separated them in the
architecture (c.f figure 1).

A profile table consist of a key, a profile ID which again may
serve as a pointer to the access control list, an attribute type
and value and a timestamp. The attribute type however is
not a fixed value but rather a pointer to another table, which
amongst others determines the encryption of the value. So
instead of having tables with a clear and predefined struc-
ture, the result is a table with several numbers and encrypted
values which – as a side effect – are very hard to make sense
of. Through the distributed nature of the schema, it can be
difficult even for people who are allowed to administer parts
of the database to read private data, as the encryption mode
may be found in a different place.

The only way, to obtain data for a service or a user is via
the profile manager. To this end, the part of the scheme that
belongs to the security database provides access control lists
that apply to certain profiles, attribute groups and user Ids.

Example
To outline the previously introduced system, we give a sim-
ple example requesting a profile entry. Access to other ser-
vices like writing profile data or executing a service (opening
a door, playing music, watching TV) is similar to this exam-
ple. For our example, presume that a user wants to read her

bank account statements as given in Figure 3. Note that,
due to the required security level, different encryptions and
authentications may apply to the different communication
channels.

1. The user first opens an application on her PDA and asks
for her bank account statements.

2. When the application does not have valid tickets for the
current user and the requested profile entry, it contacts the
Security Manager (which resides on the OSGi server) for
a ticket. In this case, we haveprofileID = userID,
when the user accesses her own profile.

3. The Security Manager checks, which security level is re-
quired for read access for the profileID and userID.

4. Depending on the required security level, a trusted authen-
ticator or a combination of authenticators is chosen by the
Security Manager, and the user is asked to authenticate.
As the user implicitly transfers her access rights to the
requesting application, the application name and security
level are presented to the user to avoid misuse.

5. If the authentication is successful, the Security Manager
creates a ticket that allows the requesting application to
place service requests on behalf of the user.

6. Having a proper ticket to access the desired profile data,
the application asks the Profile Manager for the profile
entries containing the bank account statements.

7. The Profile Manager checks the validity of the ticket, fol-
lowing 5 steps:

• Is the ticket still valid (lifetime entry), or is it not yet
valid (timestamp)?
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Figure 3. Example: Requesting a Profile Entry

• Is the ticket issuer a trusted Security Manager? (iden-
tified by the issuer’s public key)

• Is the ticket signature correct? This can be validated
by the issuer’s public key.

• Is the requesting application the legitimate owner of
the ticket? (identified by the application’s public key,
which was used in the application-authentication)

• Are the application’s rights given in the access con-
trol list sufficient to access the profile entry?

8. If the previous step is successful, the Profile Manager reads
the required profile entries representing the bank account
statements from the profile database, decrypts them (if
necessary) using its secret database key and finally returns
the data to the requesting application.

Potential System Attacks
Following Figure 3, we finally identify possible system at-
tacks and give corresponding countermeasures.

Ticket Replay Attacks. In Step 6, a malicious application
might try and use a stolen ticket to request a profile from the
Profile Manager. By default, the component-authentication
is executed as described in the Architecture. In this case, the
Profile Manager immediately recognizes that the requesting
application is not the legitimate owner of the ticket since the
public key, which has been used within the authentication
process is not identical to the one in the ticket. If there is
no component-authentication, a ticket replay attack might
be possible. Additionally, through the lifetime field expired
tickets are rejected by default.

Forging Tickets. An application might try to create a ticket
on its own to gain more access rights. That ticket will be re-
jected by the Profile Manager because either the signature of
the hashed ticket is not correct, or – if the malicious applica-
tion signed the ticket – the Profile Manager will not issue the
ticket since it only accepts tickets that are signed by trusted
Security Managers.

Component Spoofing. An attacker could install bundles
into the system that do not behave correctly, i.e., spy out

user data or passwords. For that she could fake one of the
following components:

• Authenticator. This would be of great help for the attacker
since she could create an authenticator that always returns
a successful authentication.

• Security Manager. Faking a Security Manager would not
be of any use since the tickets that are signed by the Secu-
rity Manager are simply rejected.

• Profile Manager / Device Manager. If someone fakes a
Profile Manager or a Device Manager, she could collect
tickets of applications that request access to profiles or
devices. She could then turn to the real Profile Manager
and illegitimately ask for access to services.

However, these attacks are prevented by using the component-
authentication.

Forging the Authenticator Answer. By intercepting the
communication between authenticator and Security Manager
(In Step 4 in Figure 3), an attacker might forge the return
value of the authenticator to make the Security Manager be-
lieve that the user has successfully authenticated. This risk
can be reduced by always using SSL / TLS encryption for the
communication between authenticator and Security Manager.

Requesting a Ticket on Behalf of Other Users.A mali-
cious application might request a ticket for a user with very
high access rights, for example, an administrator. Since the
user has to authenticate and agree to the request if a ticket
is requested, the Security Manager would not return a ticket
to the application (Step 5 in Figure 3). Another variation of
that attack could be requesting a ticket for the current user
without the explicit instruction of the user. This attack is also
avoided by telling the user for which application she has to
authenticate and whether she wants to transfer her access
rights to this application.

Illegitimate Database Access.An attacker might try to get
direct access to the profile database, i.e., not through the
Profile Manager. However, the database itself is password-
protected, and furthermore the sensible data are encrypted
with a key that is only known to the Profile Manager. Be-
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sides, usually the Profile Manager and the profile database
run on its own machine which makes access without the
Profile Manager even more difficult. Illegitimate database
access on the usual way, i.e., with the Profile Manager is not
possible since it will not return any profile data if the ticket
is not valid. This includes forged tickets (see above) as well
as tickets that are signed by untrusted Security Managers.

CONCLUSIONS AND FUTURE WORK
In order to protect personal data in smart home environ-
ments, we have introduced an architecture for a secure pro-
file management middleware with several components: the
security manager, profile manager, device manager and sev-
eral authenticators. The architecture is based on the OSGi
framework for smart homes. The main principle we have
realized is a ticket service for secure profile and user/ appli-
cation access right management. An important aspect is, that
the user’s rights do not only depend on the actual user, but
also on their authentication methods. This way, it is guar-
anteed that a tradeoff between security and comfort remains
possible.

The architecture as described in this paper has been imple-
mented as a proof of concept. Despite of the complexity of
the architecture, accessing home services is fairly easy for
the end user. For many home services, it is only necessary
to present the smart card which is quite intuitive.

For the future, we plan to integrate the previously discussed
concepts in the ambient computing laboratoy (ACLAB) of
our institiute. The ACLAB is designed as a living environ-
ment and allows the remote control of appliances such as
lights, doors, shutters etc. as well as entertainment facilities
which can be tailored to the preferences of a user. A deep in-
tegration in such an environment will enable feasability and
usability tests and also allow further exploration for example
with different autheticators.
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ABSTRACT 
Enabling customers to influence the way they are 
represented in the bank’s data bases, is one of the major 
personalization, responsiveness and privacy issues of 
banking. In this paper we draw on the interim results from 
a qualitative study of the ways in which Australians think 
of privacy and money. We find that changes in life stages, 
residence, and relationships motivate people to share 
additional personal information with their bank, in order 
to receive personalized services. We suggest ways how 
privacy rights management can help customers better 
represent themselves in a flexible manner reflecting the 
changes in their lives.  

Keywords 
Banking, customers, personalization, privacy, privacy 
rights management 

INTRODUCTION 
In industrialised countries, the use of electronic money 
has increased. From the customers’ perspective, 
electronic payments instruments and channels have made 
money impersonal and virtual. [16].  Seeing the same 
changes from the organizational point of view, it is the 
customer who has become impersonal and virtual. As a 
bank manager said, “I’m actually seeing very, very few of 
my own... customers… we never see them. We’ve never 
even heard of them...” [7, p. 31]. The focus in the bank is 
then on “some of the intriguing issues of cooperating with 
‘absent’ customers, with cooperating with the ‘customer 
in the machine’”[7, p. 31].  

As Hughes et al. say banking technologies help represent 
this customer ‘in the machine’. They say these 
technologies  

… appear to be routinely deployed as an integral 
aspect of cooperating with the customer; as a 
factor in the configuring and reconfiguring of 

customer behaviour; and as an element in 
relationship management [7, p. 30]. 

So from the bank’s perspective it is the customer who has 
become information, with money remaining “real”. This 
is the reverse picture when seen from the users’ 
perspective, where the customer is “real”, but the money 
is virtual.  

One of the contributions of our study will be enabling the 
customer to influence the way the “customer in the 
machine” is represented.  Privacy Rights Management 
technologies could enable the customer to personalize 
how he or she wants to be treated by ensuring that the 
relevant information is included in the way the customer 
is “configured” within the organization.   

In this paper we are reporting on the interim results of a 
qualitative study on Banking, Personal Communications 
and Financial Decision Making. This research is part of a 
wider project focusing on Security, Trust, Identity and 
Privacy in the Smart Internet Technology Cooperative 
Research Centre. We are studying these issues from the 
users’ perspective so that users can be central to the 
design of financial services and bank strategy.  

We conducted a qualitative study between April 2005 and 
March 2006, covering 64 people in Melbourne and 
Brisbane in Australia. The people were accessed through 
personal and professional networks. Our sample had:  

• 24 men and 40 women. This dominance of women was 
partially explained because women manage money 
particularly in the lower income households;  

• Three participants aged between 18-24, 20 aged 25-34, 
17 aged 35-44, 15 aged 45-54, 7 aged 55-64, and only 
two aged 65 or over; 

• A range of annual household income levels: 14 had an 
income below $25,000; 13 between $25,000-49,999; 
eight between $50,000-$74,999, nine between $75,000-
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$100,000 and 18 had over $100,000 a year. Two 
participants did not want to disclose their household 
income.  

• 14 participants had a Certificate or lower educational 
qualification, 49 had a BA or higher degree and one did 
not say. Of those who had a BA or higher degree, at least 
11 were in IT. This reflected our personal networks also 
participants’ interest in issues of privacy, security and 
identity.  

We chose the qualitative approach for we needed to 
understand how people manage their financial 
information across life stages. We also wanted to go 
beyond attitudes to behavior. The study had at its centre 
the perspectives of user-centered design where the users’ 
activities within their social and cultural context are at the 
centre of design [18, 22]. It was a ‘grounded’ study in that 
there was a fit between data and emerging theory, rather 
than a testing of hypotheses [6].  

The interviews were transcribed. We used N6, a computer 
program to assist with qualitative analysis. This meant we 
first broadly coded the data, then organised the data into 
matrices to check emerging themes in a transparent 
manner. We also used the N6 program to identify 
negative cases so that the study was rigorous. As Morse 
and Richards [12] say  

The key to rigorous qualitative inquiry is the 
researcher's ability … of being constantly aware 
and constantly asking analytic questions of data, 
which, in turn, constantly address the questions 
asked. Qualitative inquiry constantly challenges 
assumptions, constantly challenges the obvious, 
reveals the hidden and the overt, the implicit and 
the taken for granted, and shows these in a new 
light (p. 170).  

Once the different facets of money, banking and privacy 
were understood, these insights were translated to 
personas and scenarios so that they could be better 
communicated to bankers on the one hand and on the 
other hand to computer scientists working on Privacy 
Rights Management in the Smart Internet Technology 
Cooperative Research Centre.  

PRIVACY, MONEY AND BANKING 
Lawyers, technologists, sociologists and psychologists 
have defined the concept of privacy in different ways. 
These definitions have little connection with the way 
people speak about privacy, making it problematic to 
connect privacy, money and banking.  

Different approaches to privacy 
Legal debate about the need for a right of privacy is 
relatively recent, first raised in a seminal article, The 
Right to Privacy’, published in the Harvard Law Review 
in 1890 [23]. At that time, the issue about privacy 
concerned intrusions by media and invasions of 
individuals’ rights by government. Warren's family had 
been hounded by newspaper exposure of private matters 

and the Warren and Brandeis paper called for controls on 
invasion of private and domestic life and the right to 
protection of the private personality [4].  

Later American writers, such as Alan Westin, were to 
offer different definitions of the concept of personal 
privacy. Westin adopted a view of personal privacy that 
was more concerned with control over information about 
an individual than with intrusions into personal life. This 
view reflected a growing European debate in the 1960s 
and 1970s about the protection of personal data, led by 
organizations such as the Organisation for Economic Co-
operation and Development ('the OECD') and the Council 
of Europe. Westin defined the right of privacy as “the 
claim of individuals, groups or institutions to determine 
themselves when, how and to what extent information 
about them is communicated to others” [24]. This 
definition has been thought too narrow by some, 
including Professor William Morison who conducted a 
review in New South Wales on privacy in 1973, because 
it excluded people's concerns about intrusions such as 
unsolicited mail and telephone calls, and intrusive 
surveillance [11]. Westin's definition arose, however, in 
the context of the use of new technological methods of 
recording and disseminating information. The growth of 
computer technology allowed for the collection, use and 
disclosure of personal information in computer databases, 
leading to vast amounts of information about people 
being able to be collected, manipulated and transferred 
easily. It became possible to capture electronically all the 
facts that could identify a person in one file.  

In much of computer science and engineering literature – 
and in some science fiction – the ultimate horror is that of 
stolen identity. In everyday language, this equates to the 
ultimate crime of annihilation (See [9, 15, 21]).  

Identity fraud is primarily a security issue, and is spoken 
of in the language of defence. Become as anonymous as 
possible, withhold personal details, and it will be more 
difficult to steal your identity. Anonymity becomes the 
best way of achieving privacy.  

There have been few user studies concentrating on how 
people want to control personal information and manage 
their identities while engaged in different activities. 
Existing policy studies for the main part focus on attitudes 
to privacy rather than behaviour in activity contexts (see 
[5]. In the user studies on the control of personal 
information conducted in the Smart Internet Technology 
CRC, we have found that privacy is seen as the control of 
the sharing of personal information and control over the 
representation of ourselves. Privacy did not equate with 
anonymity. It also did not mean being left alone [17].  

This approach to privacy shares much with the literature 
in sociology and social psychology where identity is seen 
more in terms of the construction of different versions of 
the self, depending on context (see [1, 2, 8]. It also 
connects with the post modern approach to a multiplicity 
of identities [20] and the ethnographic approach of a 
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continuity of identity between the real and virtual worlds 
[10].  

Money and privacy  
Money is one of the most private aspects of life for 
Anglo-Celtic couples in Australia. Salary, bonuses, 
savings, assets, debts are private information. Having 
them disclosed without your choice could lead to a loss of 
money or an inappropriate presentation of self. The 
privacy of personal money is so entrenched in Australia 
that even when there is little money involved, the 
principle of privacy is accepted. Money is private but 
people talk about it with people within “their circle of 
care”. This circle in Australia nearly always includes the 
partner and sometimes is confined to the marital unit. 
People also talk about money with one or more parents, 
maybe adult children, siblings and close friends, who are 
of the same socioeconomic status [17].  

There are important points in a person’s life when the 
privacy boundaries change. There is a greater exchange of 
money information within the family when there is a need 
for support. Family support in terms of loans or gifts of 
money are particularly important for families with a low 
annual household income (under Aus$50,000). In middle-
income families we expect a greater flow of money 
between parents and children with the rise in housing 
prices. In Anglo-Celtic Australia, unlike Asia and Africa, 
money seldom flows from children to parents. This is 
because of the presence of a welfare net and also because 
parents pride themselves on their ability to manage. 
Though money does not get transferred, it is not unusual 
for children to help manage the financial affairs of their 
parents, most often of the mother after she has been 
widowed.  

Sharing of information between partners also stops when 
there is a breakdown in relationship  

In our qualitative study people spoke at length about the 
sharing of information about money. The data 
substantiated previous qualitative and quantitative studies 
in the Smart Internet Technology CRC that most people 
discussed money with their partners. There were 
exceptions to this general pattern in the following 
situations:  

– In some defacto relationships where the money was 
separate but equal, there could be little discussion of 
money.  

– When a person had commitments to their natal family or 
a previous marital family. This was true for blended 
families, but also true for families where one or both 
partners were recent migrants and sent money home.  

– In families where the husband controlled and managed 
money.  

– In the case of a relationship breakdown.  

Not sharing information about money with the partner 
went together with a pattern of separate rather than joint 
accounts. It has to be noted that not all separate accounts 

were accompanied by secrecy. The mix of separate and 
joint accounts in relationships more often reflected the 
symbolic meanings of financial independence or 
jointness, rather than the use of money. Frequently 
separate accounts were used for joint family expenditure. 
At times joint accounts were used as a transactional 
account only by one partner.  

Women spoke more about sharing information with 
parents, some siblings, friends and children. The people 
we interviewed felt that they spoke about money more 
openly with their children than was their experience with 
their own parents.   

PRIVACY, SECURITY AND IDENTITY IN BANKING 
Issues of privacy in banking spill over to issues of 
security and identity theft. The common link in the 
banking context is the risk of losing money via the 
fraudulent use of the credit card and/or information 
related to Internet banking..  

Though privacy and security were seen as different 
concepts by our participants who chose to comment, they 
were increasingly linked in a digital world. A security 
breach would lead to people having information about 
you that they are not authorized to have and thus breach 
privacy as well.  

Bridgette, 55-64, (all the names are pseudonyms) an IT 
academic with a household income of between $75,000 
and $99,999, says, she doesn’t “have a greatly developed 
sense of privacy” She says that being on the Internet is 
not a private activity. And “electronic banking is a way of 
just stepping outside and shouting to the world”. She 
says,  

I don't care about what people know about me.  
It wouldn't worry me if people would get onto 
my bank account online as long as they couldn't 
do anything with it.  If they could then take 
money out of it, that would worry me.   

The people in our sample who commented on banking 
and privacy were comfortable with the bank knowing 
copious details about their financial affairs. This was seen 
as inevitable even though it was the accountant who was 
the professional with whom money matters were more 
often discussed.  As Ingrid, a PhD student in IT, 35-44, 
says,  

Privacy I tend to equate more with the 
information I have allowed the bank in order to 
do my banking. That is going to be related to 
actual private details like my name, address, 
phone number. But it also relates to things like 
my bank balances, what accounts I have… 

She notes “there is nothing private about your dealings 
with the bank. Everything is reported. Cash transactions 
are reported. Loans are reported.“ She thinks the aspect of 
privacy and banking that is most important is that banks 
“not …sell my details to marketers”   
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The privacy issues that did arise for people were more 
about the bank disclosing details of separate accounts to a 
person with whom you have a joint account. This 
disclosure of information was greatly resented. We had 
two cases of such privacy infringement. In Faroukh’s case 
(45-54 years of age, an IT professional with more than 
$100,000 in annual household income), the bank showed 
his wife a separate account that he had with the bank. 
This was when he and his wife went to visit the branch 
about their joint home loan. He says he was able to 
explain it, but felt the bank had not kept his details 
private.  

Identity issues were more connected with credit card 
fraud and email spam. The issue of identity theft – though 
of concern – was not something that changed banking 
behavior or the use of the Internet for our participants. 
This is different from survey results in the United States 
where 86 percent of people had changed their behaviour 
in at least one way because they were concerned  
someone could steal their identity from personal 
information on the Internet [14].   
The issues of privacy, identity and banking came to the 
fore mainly for the middle and higher income people.  
Among the lower income group, the feeling was there 
was so little money and so there was little to worry about. 
Only 11 of the 27 people with a household income below 
$50,000 used the Internet for banking. Hence for most 
low income persons, issues of Internet and privacy or the 
wider issues of privacy in a cyber world were not at the 
centre of their banking.  

Privacy, identity, security and the credit card 
Issues of money being fraudulently spent with the credit 
card have been directly experienced by at least three of 
our 65 participants.  Anita, now a housewife, 55-64 with a 
household income between $55,000 and $74,000 says 
$AUS 300 was withdrawn from her husband’s credit 
card. When he rang the bank – for he was the primary 
card holder – the money was returned. This experience 
left Anita cautious about checking statements and she 
does not use the credit card on the Internet – choosing to 
use BPay. However, she regularly uses the Internet to 
monitor her accounts, transfer money and pay bills. She 
uses the Internet but worries about the security and keeps 
a constant eye on her finances. Her only strategy to lessen 
the risk is that of constant monitoring. She says, “I just 
hope that… nothing will happen. I just put .. full trust on.. 
the banks that.. they are doing their best…” 

Amber, 28, with a household income below $50,000 says 
her partner had money taken from his credit card. He rang 
the bank and they put the money back. This experience of 
fraud with the credit card and its subsequent solution has 
gone to enhance the feeling of trust in the bank.  

Dora, 35-44, an academic also had a problem with the 
fraudulent use of her credit card when in South East Asia.  

Convenience overrides concerns of security and 
privacy 
Forty-one of our 64 participants currently use Internet 
banking. Of these 41, two did not routinely use Internet 
banking. Four were not concerned about the privacy and 
security, while the other 35 valued convenience over 
concerns about privacy and security.  

Most of the participants, like Anita, were not totally 
satisfied with the security and privacy of the Internet. 
Convenience and habit over-rode their concerns. In some 
cases, they tried not to think of the risks because they 
could not do much about them. In other cases they used 
risk minimization strategies such as using credit cards 
with low limits, using a computer and network they saw 
as secure, assuring themselves that the site had the sign of 
a lock to symbolize security.   

Ellen, 35-44, an academic in part time work and a 
household income of over $100,000 says she likes the 
convenience and the immediacy of the Internet. She buys 
groceries online and does all her banking on the Internet. 
She thinks that hackers are going to be able to steal their 
money one day, “but at this stage I don't see it as a 
security problem”. She tries to be careful by keeping the 
passwords secure, making sure she is on a secure site.  
She sees the university server as secure. In the end she 
tries to stop being anxious by saying nothing is totally 
secure. And if anything happened she has the confidence 
to follow up and get the money back. 

Laura, 25-34, with her own business in health services, 
has always banked using the Internet. Replying to 
questions about trust, privacy and security, she says, “I 
don’t know that I think about it a lot, because I think I 
don’t understand it enough. So I don’t think about it. … 
It’s completely hiding your head in the sand.”  

Others like Gillian, 35-44, a PhD student in IT and a 
household income of more than $100,000, try and protect 
themselves by using the latest spyware, or having a credit 
card with a very low limit. She trusts the bank’s system 
“is secure”.  

Little you can do about privacy in the cyberworld 
Henry, 45-54, an IT academic on a household income of 
between $75,000 and $99,999 says “In terms of privacy, I 
don't think we actually have a lot of control over it”. The 
banks have more data on us than we know. He is not sure 
whether they would sell this data.  

There is an underlying assumption that …there 
are controls and mechanisms …in place to stop 
it. .. I am nearly sure most of them aren't 
there….The only time that you actually find out 
that there is a huge problem is when it hits you in 
the arse.” 

Only ten of the 64 people in our sample read the privacy 
policy even in a cursory manner. Kevin for instance does 
not read the privacy policy  
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…because I know it has more outs than ins…..I 
know that all that information is shared. 
Fundamentally, it's all available. Now, whether I 
read or acknowledge that privacy statement or 
not, is not going to stop them from making that 
information available across…institutions. 

Peter, 25-34, with a small IT consulting business and a 
household income of more than $100,000 says the 
privacy policy is usually a copy of someone else’s privacy 
policy.   

Amber, 28, with a household income below $50,000 
occasionally reads the privacy policy. She says she is a 
habitual “checker”. Gillian concedes that the privacy 
policy is important to a certain degree. Ingrid, 35-44, a 
PhD student in IT, says the privacy policy does not tell 
what is important. She says,  

Almost every organization will have a privacy 
policy you have to tick to say that you have read 
it and understood the conditions, but no-one 
reads it.  The only people that read those kinds of 
things are people who are new to the Internet, or 
compulsive people. I don't read them half the 
time. I tend to be more careful when it comes to 
things like the financial organizations and I will 
always scan something to see whether it says we 
won't sell your details to marketers. 

Neither secure nor private 
For four participants with a household income above 
$AUS 50,000, issues of privacy and security are worrying 
enough for them to not use Internet banking, though they 
use the Internet and sometimes also buy on the Internet. It 
is important to note that for the other 19 non-users, 16 had  
an annual household income of under $A50,000, and 
three did not find it useful enough.  

Callie, 55-64, in accounting with a household income of 
$50,000 to $74,999 says Internet banking is essentially 
insecure. She says, no one can guarantee its security. It is 
not a question of a lack of trust. “I just don’t think… you 
can build a foolproof system.” She says, 

I just don't think that organizations are in a 
position to guarantee … that they've got the 
safeguards to ensure privacy of information and 
safeguard it.  

Dora, 35-44, an academic with a household income of 
more than $100,000 says she used Internet banking but 
stopped after the security breaches reported in the media. 
She was also worried because she had troubles with her 
credit card when she was overseas. She says “I just 
decided that I’d like to know that it was a bit safer before 
I went back to it.”  

She continues to occasionally buy tickets and books 
online but for banking uses the telephone and ATMs. 
Dora hopes that in five years Internet banking would be 
more secure so that she can feel comfortable using it. She 
is naturally risk adverse and in this decision she has been 

influenced by her husband who is worried about the 
privacy aspects of online personal information. She is 
sufficiently worried that she is one of the three who 
occasionally reads privacy policies.  

Alice, 62, a part time teacher, with a household income 
between $50,000 and $74,999 has used the Internet for 
work. The most useful part of the Internet for her is to be 
able to get to the catalogue of the local library. She abhors 
the Internet, particularly its lack of privacy, while at the 
same time being enthralled by it. She doesn’t use Internet 
banking and has used telephone banking once when the 
credit card payment was due, but they were 
uncomfortable about it. Her husband too feels adamant 
about not using Internet banking. She at times gives her 
credit card details over the phone to buy something or 
sends them off by mail. But in similar situations, her 
husband sends a check. Media reports of security and 
privacy breaches seem to confirm their attitude for 
themselves. They do not consider that the security and 
privacy situation will ever be comforting enough for them 
to use the Internet for banking transactions.  

Olivia, 25-34, a lecturer in IT and a household income of 
between $75,000 and $99,999 uses the Internet but does 
not use Internet banking. She says she is uncomfortable 
with the idea of her data being used for telemarketing. 
Moving to security issues she says, “I just feel that my 
data is not safe.” She tolerates banks rather than trusts 
them. They make mistakes and “are always out to get 
money off you for fees.” The fearful scenario for her is 
“what if you are putting through a transaction and 
something happens and it shuts down and then people 
steal your details…” 

Privacy and responsiveness in the bank 
In our sample three people saw the bank’s use of the 
Privacy Policy as a way to restrict customer access to 
information. This was particularly the case with joint 
accounts, where there was a hierarchical structure of the 
primary and secondary account or card holder.    

Kevin, 45-54, with an annual household income of more 
than $100,000 says it’s a pain “primarily when one or the 
other has set up the account or done something and we 
need to change and we're not the original signatory, or 
were not.”  

Alice was in a similar situation and felt dismissed as she 
is not the primary account holder of the joint account. She 
manages the money but did not bring the account number 
with her and found the bank would not give it to her. She 
does not know why she did not give them her credit card. 
Her husband had to ring up the bank but they said the 
rules are that only the primary account holder can have 
particular kinds of information.  

Gillian, 35-44, a PhD student in IT, with a household 
income between $75,000-$99,999 said she and her 
husband found themselves in the awkward situation 
where the bank would not accept her changing the contact 
details for the credit card for both herself and her 
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husband. She is the one who has the online log-on for the 
credit card. This is so that they can minimise the number 
of passwords they have.  She says she emailed and asked  

…to change our address, our postal and home 
address because we had moved. They changed 
mine but they wouldn't change his, even though 
I'm a secondary card holder. They said it had to 
be the primary card holder even though he 
doesn't have a log-on. So we had to physically 
ring the bank and change it, which was really not 
as secure as it could have been. 

This meant her husband had to ring the bank to give 
Gillian permission to change the credit card details.  She 
tried to find out if she could change the details in the 
future and the bank said “No. Every time you want to 
make any changes, he has to ring and authorize you to 
talk to me again.  How ridiculous.” 

Gillian says,  

All we had to do was tell his name, his date of 
birth, his mother's maiden name and the account 
number….If you knew the person you could 
quite possibly know the mother's maiden name. 
…To me that is not as secure as being able to 
send an encrypted email through a banking 
system.  There is no point fighting them. They 
don't listen. 

SCENARIOS: CHANGES IN LIFE STAGES, 
RESIDENCE, AND RELATIONSHIPS 
We draw on our qualitative study to sketch personas and 
scenarios which illustrate users’ problems with money, 
privacy and the bank.  

Scenarios have been successfully used to bridge the 
different perspectives of users, providers of services and 
policy makers, while keeping the user at the centre [3]. 
The stories themselves become a ‘boundary object’[19], 
around which people of different perspectives can come 
to a shared understanding of user needs. Through the use 
of personas and scenarios we ensure that we translate 
insights into user needs to viable strategy and design of 
technologies. The strategy and design has to be 
sustainable from three perspectives – the consumers, the 
providers and the designers. As Norman (1998) said when 
speaking of the design of technologies, all three legs of 
the tripod have to work together for success[13].    

In the following section we present scenarios that connect 
with fears over the leakage of personal information; 
changing relationships and information requirements; and 
being able to control the way we are represented in the 
bank through our personal details and financial 
arrangements.  

Ensuring that personal information does not leak out 
Barry is an IT professional and knows that the PC was not 
designed for secure money transactions. He also goes to 
great lengths to ensure he minimizes the possibility of 
spam. He would like to use Internet banking because of 

its immediacy and convenience. He feels he could from 
his side make his PC and networks sufficiently secure for 
the low level money transactions he has in mind. But he 
would like to be assured that the bank will not sell his 
personal details to telemarketers. At present he does not 
believe their privacy policies and wonders whether 
privacy is achievable in a digital world. 

User problem: Barry wants proof that the bank’s privacy 
policy is an enforceable contract and that the bank be held 
accountable if his personal details leak outside the 
organization.  

Design solution: In a reverse form of digital rights 
management, consumers should be able to track the flow 
of their personal information. This visual record of how 
information has not gone outside the organization will 
help engender trust and boost its brand.   

Banking, gender, privacy  and joint accounts 
Tom and Helen are highly paid professionals in their late 
50s. Their children have moved out and their mortgage 
has been paid. They have a relationship with three banks 
– their salaries and main payments are with one; savings 
go into the second and financial investment is done 
through the third.  

Over the years, their mix of individual and joint bank 
accounts has changed, as has their individual financial 
status. However their banks continue to see Helen as 
subsidiary to Tom. Helen continues to note with unease 
that even when the bank communication is for her, it is 
addressed to Mr and Mrs… But then information about a 
personal loan was also sent to her husband. She says,  

I went to borrow money for a holiday house and 
I was aghast that the bank sent the information to 
Tom. He had had nothing to do with it. It is not 
that I did not want him to know, but it was my 
loan application, not his.   

There are some accounts, where Tom is the only account 
holder. Helen wanted to inform the bank about a change 
in their address, but they would not accept it from her, as 
she was not named on that particular account. Helen says, 
“We would like to tell the bank how it should deal with 
our financial information, rather than them assuming that 
all the decisions are made by Tom.”  

User Problem: The bank is keeping to old stereotypes 
about money and gender built into banking products and 
not keeping up-to-date with changes in social norms and 
within Tom and Helen’s family. The bank needs to find a 
way to honor the individual’s preferences  for the giving 
and receiving of financial information.    

Design Solution: When Tom and Helen open accounts, 
the bank asks them to specify how they want their 
personal information treated through the Privacy Rights 
Management (PRM) system. This is so that they can 
influence how they are represented in the bank’s 
information bases. The default choices are the traditional 
ones. There can be at least two additional choices 
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allowing Tom and Helen to personalize the way they want 
to receive and give information. This is also an approach 
that can be taken to deliver information when it is a 
community, rather than an individual that owns the 
money and/or property. 

Caring for the mother’s finances 
James, 45-54 has been caring for his mother’s finances 
since his father died. James’ mother used to leave the 
banking to her husband. At 72, she is wary of the new 
technologies and the lack of personal contact. In the 
beginning James would go with his mother so that she 
could do her weekly banking. She now is used to the local 
branch. However he would like to pay bills and transfer 
money on his mother’s behalf. His mother would 
appreciate the help but does not want to sign a third party 
agreement for it is irrevocable. She trusts James but does 
not want to cede all control.  

User problem: An aged parent would like help with the 
money management, while at the same time keeping some 
control over the sharing of information.  

Design solution: The parent should be in control of access 
to information about money and the money in her or his 
account. However, the parent should also have an easy 
way of sharing this information so that she can get the 
help needed.   

Stranded when changing country 
Jane and her husband moved recently from the United 
Kingdom to Australia. Before leaving, they informed the 
bank about their change of address and contact details.  

Soon after they arrived in Australia they rented an 
unfurnished house and bought an unusual number of 
goods. To their horror they found the bank had cancelled 
their credit card, after it was unable to contact them at 
their old address.  

Jane tried to call and tell the bank that they indeed were 
using the card in Australia and here were the new contact 
details. However the bank insisted that Jane’s husband 
call and make the complaint.  

User Problem: Different parts of the bank’s information 
base do not communicate with each other. Hence the bank 
has different personal data on the customer that remains 
unconnected.  

Design Solution: Users should be able to control the input 
of a change of details, which then is communicated to all 
parts of the bank.   

Stuck because of direct debit and credit  
Ian is a plumber and has been with the bank for 20 years. 
He is livid because they dishonoured a cheque without 
trying to contact him. In order to move his account, he has 
to keep two accounts going for a considerable period to 
make sure that the direct debit and direct credit 
instructions have been successfully changed.  

User Problem: The convenience of direct debit and credit 
is negated by users’ lack of control over changes or 
stoppages of direct debit and credit.  

Design Solution: Ian should be in control of his direct 
debit and credit instructions so that he can give the 
information to his new bank, who then can affect the 
transfer.  

DESIGN OF PRIVACY RIGHTS MANAGEMENT 
Privacy Rights Management (PRM) can be used to 
protect and manage the privacy rights of customers. It has 
to be a two-tier system. The first level is to ensure that 
customers’ information does not go outside the bank and 
its designated agents. This level of PRM could give 
additional comfort to people who at present are not users 
of Internet banking because of concerns with security and 
privacy. The second level of PRM ensures that people’s 
privacy references are honored. This will ensure that 
separate account transactions are not revealed to others 
without explicit permission. It will also mean people can 
articulate the way they want their rights on joint accounts 
to be handled by the bank.  

Technologically we see PRM as the mirror image of 
Digital Rights Management systems (DRMs) that are 
used to protect and manage the rights of digital copyright 
owners and manage access to digital information. 

The Smart Internet Technology Cooperative Research 
Centre is exploring whether DRM technology can be used 
to allow the owner of information, the data subject, to 
control who has access to his or her personal information 
and to set the terms by which organizations can access 
that information. Rather than protecting digital copyright, 
the technology could be used to shape the sharing of 
information and thus protect consumers’ privacy.  

Individuals generally do not object to providing personal 
information for the purpose of obtaining a service or a 
product.  Their broad concerns relate to whether the 
information provided is used for the purposes advised by 
the data acquirer and whether it is disclosed to others 
inappropriately, without consent. The other more 
immediate concern is that the customers themselves 
should be able to set the rules about the sharing of 
information with partners and family.  

Privacy Rights Management (PRM), therefore, gives 
people the ability to control how far their personal 
information is disseminated and by whom it is viewed. 
PRMs can work in a number of ways, such as operating 
as Trusted Third Parties or as central government agency. 
What is important is that the controller of the PRM is 
trusted by individuals. This lack of trust is one reason 
why government proposals to establish national identity 
databases meet with suspicion. The approach selected by 
the SITCRC is for the organization requiring access to 
personal information, in this case, a bank, to be the 
provider of the PRM. We see that there will be substantial 
benefits for the bank in providing the PRM in respect of 
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identity verification of customers and in differentiating 
themselves from competitors. 

Bank customers will be able to set a few basic rules to be 
followed by the bank. These rules might cover the way 
customers want their information shared; and the ways in 
which they want their information communicated. These 
could include:  

• Rules about a third party’s right to information 
about a customer’s accounts 

• Rights to change details or report changes on a 
joint credit card and account; The sending of 
marketing information to customers 

• Preferred ways to contact the customer – email, 
mobile telephone, fixed line telephone, post. 

CONCLUSION  
We have conducted a qualitative study of the way 64 
people bank and conduct their money relationships. We 
have focused on how privacy, security, trust and identity 
influence customers’ choices, particularly in regard to 
Internet banking.  

It is important to note that 36 per cent of our sample do 
not use Internet banking. This is because of low income, 
security concerns and lack of perceived usefulness. Most  
of the Internet banking users remain concerned about 
privacy and security. They either choose to rate 
convenience over the risks, or try not to think of the 
dangers.  

There is also a feeling that banks are unresponsive and do 
not help consumers personalize their information and the 
ways in which they would like to receive and share 
information.  

We translated these consumer insights into personas and 
scenarios, so that the user can be at the centre of business 
strategy and the design of services. We think PRM, 
suitably designed has a role to play in the user-centred 
design of personalized financial services.   
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